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Abstract
The purpose of an information retrieval (IR) system is to obtain the most
relevant information from a data source given a user query. One of the
major issues within IR is query disambiguation, which deals with mainly
ambiguous or otherwise vague queries lacking sufficient information for the
IR system to provide satisfactory results. E.g. a user query such as bark
could refer to the sound a dog makes, the skin of a tree or a three-masted
sailing ship. Query disambiguation in this case should aim at making a
qualified guess of the user’s intention, for instance by analyzing the user’s
behavior or logged activities.
This thesis deals with the problem of query disambiguation by using
logged user activities (user search logs). The underlying motivation is that
user search logs may contain valuable information about user behavior such
as which documents were clicked from the returned results in response to
a query, or the retrieval rank of the clicked document. Such ’query-logged
activities’ can be used to disambiguate potentially vague queries [37]. The
state of the art approach of Wang & Zhai [37] reformulates queries by
substituting or adding query terms on the basis of evidence extracted from
queries from the user search logs.
Departing from the approach of Wang & Zhai, we present a query reformulation approach that substitutes or adds a term to a query on the basis of
evidence extracted, not from logged queries, but from clicked documents.
By clicked documents we mean those documents that a user has chosen
to view among the results retrieved from a search engine given a query.
Unlike queries, which are very short and consist of mainly keyword-based
text, clicked documents are long and contain a combination of keywords
but also other words, such as function words. Our method aims to select
the most salient parts of the clicked documents with respect to a query and
uses these for query reformulation.
A thorough experimental evaluation of our approach, using both binary
and graded relevance assessments, on data provided by the search engine of
a large provider of legal content (Karnov Group) reveals that our approach
performs comparably to the state of the art.
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If you understand what you’re doing, you’re not learning anything.
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1
Introduction

1.1

Motivation

The IR problem addresses in this thesis is that users of modern IR systems,
such as search engines, have information needs of varying complexity [5].
Some may look for something as simple as an URL link to a company website, whereas others may require information on something very specific, like
how to write an object in Python to a file. In all cases the user must first
translate his or her information need into a query that a search engine must
interpret based on analysis of content in a data repository. The goal of a
search engine is to deliver relevant information to the user. In the above
example the user could have entered object to file python into a web
search engine. Based on all documents in the data repository the search
engine attempts to return suggestions that are relevant to the query and
avoid returning suggestions that are not relevant. Improving the suggestions
computed by the search engine can be done e.g. by building up more efficient indices or developing more efficient ranking algorithms to improve the
retrieved results. Another way is to help the user submit a more informative
query by e.g. suggesting replacements of query terms or the additions of
new terms.
A lot of research and development effort has been put in IR not only for
general web searches, but also for specialized domain search. One example
of the latter is intranet search, where especially in large companies finding the internal resources is of importance. In organizations that allow its
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customers access from outside, extranet1 searching is important from the
organization’s perspective. This is an interesting area to explore as users
may have some very specific information needs, within the domain, and
the performance of the search engine should be specialized to that specific
domain.
This thesis addresses extranet search within the domain of law. We
present an approach to disambiguate the queries submittied to the search
engine of the Karnov legal provider, with the goal to improve overall retrieval
effectiveness.

1.2

Goals

This thesis has two core goals which are presented below:
• We aim to investigate and develop alternative ways of disambiguating
user queries based on logged user activities.
• Through both automatic evaluation, using several standard metrics,
and user experiments with domain experts we aim to evaluate the
query disambiguation approached presented in this thesis.

1.3

Outline

The remainder of this work is laid out as follows:
• Chapter 2 provides an overview of the central concepts important to
this work. Specifically IR, evaluation of IR systems, query ambiguity
and reformulation are explained. This theory lays the basis for the
remainder of the thesis.
• Chapter 3 goes into detail with models of query reformulation, all
used to describe the state of the art approach used, adjusted for a
specific domain and data.
• Chapter 4 introduces our own query disambiguation approach based
on the state of the art model, which builds up the contextual models by considering sentences in documents relevant to a user query.
This chapter also presents how our document-based approach can be
fused with the query-based state of the art appraoch, to produce a
potentially contextually stronger query disambiguation approach that
considers both what users typed as queries and also which documents
users clicked to view in response to their queries.
1 In a business context an extranet can be viewed as an extension to an organization’s
intranet, allowing users to gain access from outside the organization.
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• The design and settings of the experimental evaluation of the approaches mentioned in chapter 3 and chapter 4 are stated in the first
part of chapter 5. In the second part the results from the experiments
are presented and commented.
• A discussion of the models presented and results obtained are reflected
upon in chapter 6.
• The thesis is summarized in chapter 7 where concluding thoughts on
the thesis, limitations and future work are discussed.

1.4

Contributions

The following is a summary of our primary scientific research contributions:
• We show a state of the art approach, for query reformulation, that
substitutes or adds terms based on evidence extracted from user search
logs (described in chapter 3), that works well on the general search
domain and also performs well on the legal domain in Danish.
• We present our own approach that instead of extracting evidence, for
query reformulation from user search logs extracts evidence from the
most salient sentences, from clicked documents (described in chapter
4). We show that the results of our approach are comparable with
the results of the state of the art approach.
• We furthermore contribute a thorough evaluation (both automatically
and through user experiments) and comprehensive analysis of the results according to several IR metrics and evaluation paradigms.

3

The first step towards wisdom is calling things by
their right names.
Unknown

2
Background

So far we introduced the motivation behind this work, goals and contributions. In this chapter we go into detail on IR, query ambiguity and
reformulation of queries. This background information lays the basis for our
work on query reformulation described in the following chapters.

2.1
2.1.1

Information Retrieval Preliminaries
What is Information Retrieval?

The need for locating information originates, according to Sanderson &
Croft [29], from the discipline of librarianship. The first person known to
have used indexing is the Greek poet Callimachus (third century BC) who
created the Pinakes, which was the first library catalogue, organizing the
Library of Alexandria by authors and subjects. This laid the basis for what
is commonly used in today’s IR models and computer science in general,
namely the inverted index, which instead of mapping documents to words,
maps words to documents. It was also in this period of the history that
alphabetization is assumed to has been devised in order to better organize
the large amount of Greek literature (Dominich [15, Ch. 1]).
Later in ancient Greece and the Roman Empire the first approach, for
what we today know as a table of content, was observed as scholars devised
a way to organize documents to make it easier to locate sections of text.
With the invention of printing it was now possible to have page numbering and identical copies of documents. Indexing was extended to the
method of locating the exact place of an identifier in a unit, e.g. finding a
4
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specific page of a subject in a book.
All these concepts, along with hierarchy (organizing material into headings or groups) and the invention of computers and the Internet, laid the
basis for IR as we know it today. Based on different definitions of IR over
the last 40 years Dominich states that IR is concerned with the organization,
storage, retrieval and evaluation of information relevant to a user’s information need. He states that IR is a kind of measurement as it is concerned
with measuring the relevance of information stored in a computer to a user’s
information request. He defines a formula (see equation 2.1.1) describing
the meaning of IR:
IR = m[ℜ(O, (Q, < I, `>))]

(2.1.1)

where m is some uncertainty measurement, ℜ is the relevance relationship
between objects O and an information need. O are objects matching a query
satisfying some implicit information I specific to the user. < I, `> is the
information need, meaning I together with information inferred by the IR
system (see section 2.1.2), from I. Q is a query.

2.1.2

IR System Architecture

To be able to search the continuously increasing amount of information,
IR systems are introduced. The task of an IR system is the retrieval of
relevant information, from a typically large and heterogeneous repository of
information, to cover a user information need, also known as a query. The
repository of information may contain data of any kind, e.g. images, videos,
text documents, audio steams etc. To find information in such a data source
the user must express his information need and send it to the IR system.
The IR system will process the user query by looking up information that
matches the query terms and respond to the user with a representation of
these. The different components of a IR system can be seen in Figure 2.2.
The user formulates his information need as a query (1). A mediator
matches the query and locates information relevant to the query in the data
repository through the index (2). The result is a set of retrieved information
that is sent back to the user in some form of representation (3).
Well-known commercial applications of IR systems, that serves as an
example, are web search engines, such as Google1 , Yahoo!2 and Bing3 ,
which are used by millions of people on a daily basis and handle billions of
queries.
1 https://www.google.dk/
2 http://www.yahoo.com/
3 http://www.bing.com/
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Figure 2.2: An illustration of the main components in an IR system.

2.1.3

Evaluation

To get an idea of how well different IR models, methods and approaches perform we need a way to assess or evaluate them. This can be done through
the use of either or both an automatic evaluation (presented in section
2.1.3.1) and a user evaluation (presented in section 2.1.3.2). Automatic
evaluation aims to compute a relevance score based on one or more evaluation metrics (Some of the main evaluation metrics are described in section
2.1.3.1.3). The key in automatic evaluation is the absence of ’live’ users during the experiment. Instead, user annotations of relevance are pre-registered
or simulated once as part of a pre-annotation phase that takes place prior to
the experiment. These user annotations are then used or reused for rounds
of automatic experiments. On the contrary user evaluation uses people to
assess relevance at the time of the experiment. Users may subjective in the
judgement of relevance, but their feedback gives insight in how the system
is used in practice, and hence how to improve aspects of the product with
which users come into contact.
Comparisons between IR models, methods or approaches require a baseline. A baseline is a base for measurement. E.g. say we have two models,
model A and model B, and we want to compare them. We can define model
A to be the baseline. Then the results of model B will be relative to the
results of model A. Model A, the baseline, is typically a model previously
reported in the literature, whereas model B is typically the new method that
we wish to evaluate.

2.1.3.1
2.1.3.1.1

Automatic Evaluation
Cranfield, TREC and Pooling

The earliest approach to automatic IR evaluation is known as Cranfield
Experiments [10] initiated by Cleverdon in 1957 [11]. These experiments led
6
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to the important evaluation metrics precision and recall (described in section
2.1.3.1.3) and measurement principles used to evaluate IR effectiveness. In
the Cranfield experiments a small set of documents were manually assessed
for relevance to every topic. In these experiments Cleverdon defined six
main measurable qualities:
1. The coverage of the collection which describes to which extent the
system includes relevant information.
2. The time lag being the average interval between when a search request
is sent to when results are retrieved.
3. The presentation of the output.
4. The effort of the user in obtaining relevant documents to his information need.
5. The recall being the proportion of relevant information retrieved from
all relevant information to a search request, as described in section
2.1.3.1.3.
6. The precision is the proportion of the information retrieved that is
actually of relevance, as described in section 2.1.3.1.3.
of which point 5 and 6 attempt to measure effectiveness of an IR system. Today these types of experiments are still referred to as Cranfield Experiments.
As the amount of data grows it becomes increasingly time consuming to
assess every document to the point where it is practically impossible. This
leads to TREC.
The Text REtrieval Conference (TREC4 ) is the IR community’s yearly
evaluation conference, sponsored by the U.S. Department of Defence and
the National Institute of Standards and Technology (NIST5 ) [36] and heavily
supported by the IR community. It aims to encourage research within IR for
large test collections, to increase communication among industry, academia,
and the government through the exchange of research ideas. TREC also
aims to speed up the transfer of technology from research to commercial
products, and to increase the availability of evaluation techniques. Each
year the conference is split into several tracks, such as ad hoc retrieval,
filtering and question answering, where researchers present findings and
discuss ideas on specific search scenarios pertaining to each track. For
relevance judgment TREC uses pooling [17], which involves retrieving and
merging the top ranked documents for each query from various IR systems.
These documents are then considered the evaluation pool, which means
that only these documents will be assessed by human assessors.
4 Text

REtrieval Conference website: http://trec.nist.gov/
website: http://www.nist.gov

5 NIST
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Relevance Assessment

When assessing relevance, typically binary relevance judgements are used.
Binary relevance classifies a document to be either relevant or not relevant.
Graded relevance can also be used to assign a score to each document
depending on how relevant it is to a given search query, e.g. by having a
score from 0-3 (Sormunen [32]), where 0 denotes no relevance at all and
3 a highly relevant document. Given a query we must know how relevant
each returned document is. One way to do this is by having expert users
judge and rate each document. This may be inconvenient if the data set is
big, so another approach is to compute the score automatically. This can
be done by considering a wealth of logged user activities, e.g. the ranks of
the documents clicked, based on previous users’ sessions. The final score
can be a function, e.g. the average of the ranks the document has had i.e.
if a document has been clicked with the ranks 1, 3, 6, 3, 2 the average is 3
and the score could be determined from a table such as Table 2.1.
Avg. Rank
[1-3]
]3-9]
]9-25]
]25-max[

Score
3
2
1
0

Table 2.1: Example of how the average rank of a document could map to a
relevance score.

In this example the document with the average rank of 3 is assigned a score
of 3.

2.1.3.1.3

Evaluation Metrics

There are some central concepts in IR that we use throughout this thesis,
which we now define:
Definition 2.1 (Query). A query q of length n is an ordered sequence of
terms [w1 w2 ...wn ].
An example of a query is car rental where w1 is car and w2 is rental.
Another query is health insurance on bike accident where [w1 , w2 , w3 , w4 , w5 ] =
[health, ensurance, on, bike, accident].
Definition 2.2 (Query Collection). A query collection Q consists of N
queries Q = [q1 , q2 , ..., qN ] with no guarantee for distinctiveness.
Definition 2.3 (Document). A document d is a piece of text stored in an
information repository as a single file that a search engine can access and
return to a user upon request.
8
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Precision and Recall

Typically precision and recall are used to evaluate IR systems [5, p. 135].
Precision is the proportion of relevant documents from the retrieved documents of a given query (see equation 2.1.2), while recall is the proportion of
relevant documents retrieved from all relevant documents in the document
collection of a given query (see equation 2.1.3).

Precisioni =

Recalli =

|Ri ∩ Ai |
|Ai |

|Ri ∩ Ai |
|Ri |

(2.1.2)

(2.1.3)

where Ri is relevant documents to a query qi and Ai is the retrieved documents from a search engine given a query qi . Attaining a proper estimation
of maximum recall for a query requires detailed knowledge about all documents in the collection. In large collections this is often unavailable. Blair
[7] points out that one should be aware that as the amount of documents
increases, recall does not correspond to the real recall value. The vast majority of documents will never be considered and therefore a large number
of potentially relevant documents will not either. This will inevitably affect
the evaluation scores. Furthermore, precision and recall are related measures showing different aspects of the set of retrieved documents, which is
why a single metric combining both precision and recall is often preferred.
Several state of the art IR metrics exist, as each measure shows a different
aspect. The main of these metrics are explained in the following sections.

2.1.3.1.3.2

Precision at n

A frequently used metric is precision at n (P@n) [5, p. 140], which only
calculates the precision of the top n retrieved documents. The motivation of
this metric is based on the assumption that users rarely look through pages
of results to find relevant documents, but they rather rephrase their query
if the desired document is not found in the top results. For this reason P@n
is used for different values of n to compare precision.
For example, given two queries from Table 2.2, P@5 and P@10 can be
calculated as follows:

P@5 =

P@10 =

2
10

1
+ 10
= 0.15
2

4
10

3
+ 10
= 0.35
2

9
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The boundaries are (0 ≤ P@n ≤ 1) where the minimum score P@n = 0
indicates that no relevant documents were among the top n ranked ones,
where the maximum score P@n = 1 means that all documents are relevant
within the top n rank.

2.1.3.1.3.3

Mean Reciprocal Rank

Mean Reciprocal Rank (MRR) [5, p. 142] calculates the average reciprocal
ranked position of the first relevant result of a set of queries Q (See equation
2.1.6). For example, if the first correct document of a list of retrieved
documents by a given query is in position three, the reciprocal rank will be
1
3 . This metric is interesting, as the user in many cases will be satisfied
with the first relevant result. E.g. a user is looking for specific information
regarding the rules on carrying a knife. Naturally the user starts examining
the retrieved documents from the top. The sooner the user identifies a
document of relevance, the better. In such cases an IR system with a
higher MRR score might give the user more satisfaction than an IR system
with a high P@n score, as an early result in this case is preferable. The
formula for MRR is shown in equation 2.1.6.
1 |Q| 1
MRR =
∑ ranki
|Q| i=1

(2.1.6)

Using the two example queries from Table 2.2, MRR is calculated in the
following way:

MRR =

1 1 1
· ( + ) = 0.75
2 1 2

(2.1.7)

The boundaries are (0 ≤ MRR ≤ 1) where the minimum value of MRR =
0 indicates that no relevant documents were found among the retrieved ones
for all queries in Q, where the optimal score MRR = 1 is obtained only when
the top highest ranked document is relevant to the search query, for all
queries in Q.

2.1.3.1.3.4

Mean Average Precision

Mean Average Precision (MAP) [5, p. 140] provides a single value summary
of the ranking by averaging precision after each new relevant document is
observed. The average precision AP for a single query qi is defined as follows:

APi =

1 |Ri |
∑ Pr(Ri [n])
|Ri | n=1

(2.1.8)

where Ri is the retrieved relevant documents to a query qi and Pr(Ri [n]) is
10
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the precision when the n-th document in Ri is observed in the ranking of qi .
This value will be 0 if the document is never retrieved.
The mean value precision over a set of queries Q is then defined as
follows:

MAP =

1 |Q|
∑ APi
|Q| i=1

(2.1.9)

Intuitively MAP gives a better score on a query collection if relevant documents are generally higher ranked. In Table 2.2 we show an example of
computing the APi for two queries. Computing the MAP for the set consisting of these two queries is then simply:

MAP =

0.63 + 0.39
= 0.51
2

(2.1.10)

In the above, MAP is calculated on all levels of recall, however MAP can
also be limited to be computed on a fixed number of retrieved documents
n (MAP@n). If n for example is set to the number of retrieved documents
displayed on a single page, the metric would be more useful if the users
rarely visit the second page of retrieved results. Using the two example
queries shown in Table 2.2 MAP@5 would produce the following result:

MAP@5 =

0.75 + 0.50
= 0.63
2

(2.1.11)

Like precision the boundaries are (0 ≤ MAP ≤ 1) where the maximum score
MAP = 1 means that all documents, among the top n ranked ones, are relevant for all queries in Q. The minimum value MAP = 0, however, indicates
that no relevant documents were retrieved within the top n rank for any
query in Q.

2.1.3.1.3.5

Normalized Discounted Cumulated Gain

P@n, MRR and MAP only calculate precision based on the binary relevance
of a document, which means that a document is simply classified as relevant
or not. Another approach to compare the precision of IR techniques is the
Normalized Discounted Cumulated Gain (NDCG) [18], which assumes that
highly relevant results are more useful if they appear earlier in the ranked
list of results, and that highly relevant results in the bottom of the ranking
are less useful than if they were in the top. NDCG therefore allows a more
thorough evaluation of the precision by using the rank of relevant results
and graded relevance assessment of a document.
Following [5, p. 145-150] the Cumulated Gain (CG) is the first step in
understanding and computing NDCG. CG is a collection of the cumulated
11
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Query 1
Relevant Pr(Ri [n])
True
1.00

Rank
1
2
3
4
True
5
6
7
True
8
9
10
True
Average

Query 2
Relevant Pr(Ri [n])

Rank
1
2
True
3
4
5
6
7
True
8
True
9
10
Average

0.50

0.43

0.60
0.63

0.50

0.29
0.38

0.39

Table 2.2: An example on computing MAP@5 for two different queries.

gains for each query q in Q up to the top n rank, where n is the number
of documents we want to consider. Let us set n = 10 for simplicity and say
we have two queries q1 and q2 with the following relevant documents and
their relevance scores R (see Table 2.1):

R1 = {d2 : 2, d5 : 3, d14 : 3, d27 : 3, d98 : 2}
R2 = {d1 : 3, d2 : 3, d8 : 3, d18 : 2, d27 : 1, d55 : 2}
From this we can see that document 27 is highly relevant to q1 while the
same document being mildly relevant to q2 . Now consider a retrieval algorithm that returns the following ranking for the top 10 documents for q1
and q2 :
q1
1. d14
2. d23
3. d2
4. d115
5. d77
6. d98
7. d11
8. d2
9. d8
10. d73

q2
1. d22
2. d2
3. d55
4. d99
5. d31
6. d17
7. d9
8. d16
9. d9
10. d8

From these data we can now define the gain vector G as the ordered list of
relevance scores:

G1 = [3, 0, 2, 0, 0, 2, 0, 2, 0, 0]
G2 = [0, 3, 2, 0, 0, 0, 0, 0, 0, 3]
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Information Retrieval Preliminaries

Chapter 2. Background

These are the relevance scores from the top 10 documents returned by the
retrieval algorithm. The cumulated gain can now be calculated according
to equation 2.1.12.

CG j [i] =

G j [1]
if i = 1
G j [i] +CG j [i − 1] if i > 1

(2.1.12)

CG j [i] refers to the cumulated gain at position i of the ranking for query
q j . When looking at the first position the value is always set to the first
value. For the remaining positions, the value at that position is added with
its predecessor. This means that values are added together. The cumulated
gain for our example queries are:

CG1 = [3, 3, 5, 5, 5, 7, 7, 9, 9, 9]
CG2 = [0, 3, 5, 5, 5, 5, 5, 5, 5, 8]
This can be used to determine how effective an algorithm is up to a certain rank. As seen in the example the document retrieved at rank 10 for
q2 is highly relevant, giving q2 a high score in the end, even though the
previous ranks have not been that relevant when considering the amount
of documents. As stated earlier NDCG takes into account that top ranked
documents are more valuable. This is where the discount factor is introduced. The discount factor reduces the impact of the gain as we move up
in ranks. It does so by taking the log of the ranked position. The higher
base is used for the log the more impact it will have. Considering base two
the discount factor is log2 2 at position 2, log2 3 at position 3 and so on.
Equation 2.1.13 shows the above:
(
DCG j [i] =

G j [1]
if i = 1
G j [i]
log2 i + DCG j [i − 1] if i > 1

(2.1.13)

Applying this formula for our example we get:

DCG1 = [3, 3, 4.3, 4.3, 4.3, 5.1, 5.1, 5.8, 5.8, 5.8]
DCG2 = [0, 3, 4.3, 4.3, 4.3, 4.3, 4.3, 4.3, 4.3, 5.2]
As it can be seen at especially DCG2 a relevance score has a high impact
for high rankings and a low for low rankings (the highly relevant document
at position two counts more than the one at position 10), hence judging
retrieval algorithms with a high number of highly relevant documents, at
high rankings, to be better.
The problem is now that we can not compare two distinct algorithms
based on neither CG or DCG, as they are not computed relatively to any
baseline. We must therefore compute a baseline to use, which we call
13
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the Ideal DCG (IDCG). It simply determines the optimal ranking of the
documents retrieved from the algorithm, and its value can later be used for
normalization to compare different distinct algorithms.
To compute the IDCG we must first compute the Ideal Gain (IG). The
IG is a sorted list of relevance scores of the retrieved documents. This
means that the list consist of all documents with the relevance score of
three, followed by all documents with the relevance score of two, and so on.

IG = [3, ..., 3, 2, ..., 2, 1, ..., 1, 0, ..., 0]
For our example the IGs for q1 and q2 are as follows:

IG1 = [3, 2, 2, 2, 0, 0, 0, 0, 0, 0]
IG2 = [3, 3, 2, 0, 0, 0, 0, 0, 0, 0]
And the corresponding Ideal Discounted Cumulated Gains (IDCG):

IDCG1 = [3, 5, 6.3, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3]
IDCG2 = [3, 6, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3]
Now the average for a given position n for all queries can be calculated
according to equation 2.1.14.

IDCG[i] =

1
n

n

∑ IDCG j [i]

(2.1.14)

j=1

For our example this results in:

IDCG = [3, 5.5, 6.8, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3, 7.3]
Now we have everything needed to normalize and hence comparing. Following equation 2.1.15

NDCG[i] =

DCG[i]
IDCG[i]

(2.1.15)

We get, for our example:

NDCG = [0.5, 0.55, 0.63, 0.59, 0.59, 0.64, 0.64, 0.69, 0.69, 0.75]
The boundaries for NDCG are (0 ≤ NDCG ≤ 1) where the higher the score,
the higher the quality of the algorithm is assumed to be. NDCG[10] gives
14
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the score for the top 10 ranks. In this example the value is 0.75, telling
that it on average produces 75% of the optimal ranking of the documents
retrieved by the algorithm to compare.

2.1.3.2

User Evaluation

In many situations it may be convenient, even necessary, to include users
in the evaluation of a model, approach or method. Automatic evaluation
has its limitations, such as not assessing how the real users of a system
interpret the relevance of the documents retrieved from the search engine.
As it is the users who are going to work with the IR system every day, it is
important that they find the relevance of the documents to be high. The
input from the users may therefore be very useful in assessing different IR
models.
The following sections describe theory within user evaluation.

2.1.3.2.1

Experimental Hypotheses

According to Lazar et. al. [24, ch. 2] an experimental investigation assumes
that X is responsible for Y, which means that one thing is affected or related
to another. Formally, the starting point of an experimental investigation is
the assumption that X is responsible for Y, i.e. that Y is affected or related
to X. X and Y can be system states, conditions, or variables, depending on
the experiment. In this thesis X could be an IR model and Y the set of
search results that X produces.
Lazer et. al. states that any experiment has at least one null hypothesis
and at least one alternative hypothesis. A null hypothesis states that there is
no relation between X and Y. For example that could mean that changing the
IR model would not affect the relevance of documents at all. An alternative
hypothesis is the exact opposite of the null hypothesis. Its purpose is to find
statistical evidence to disprove the null hypothesis. In our case it could be:
“There is a difference in the relevance of documents given a new IR model”.
The purpose of the experiments is to collect enough empirical evidence to
disprove the null hypothesis.
Any hypothesis should clearly state the dependent and independent variables of the experiment. An independent variable refers to the factors we are
interested in studying, that cannot be affected by the participants’ behavior.
When the variable changes we observe how the participants’ performance
is affected. In our case the independent variable could be the different IR
models we want to compare. The participants will have no influence on
how the models work or which model will be used. The dependent variables
refer to the way of measuring, for instance the time the participants spend
finding the information required or how the participants subjectively judge
the documents retrieved. The dependent variable is caused by and depends
on the value of the independent variable.
15
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When the hypotheses are identified the actual experiment can be planned.
An experiment consists of following the three components:
• Treatments: the different techniques we want to compare, e.g. the
different query reformulation methods in this thesis.
• Units: the participants which have been selected based on some criteria, such as having knowledge with the specific search engine.
• Assignment method: the way we divide the treatments, i.e. how we
assign different query reformulation methods to the participants.

2.1.3.2.2

Significance Testing

An important aspect in scientific experiments is the significance testing.
Significance testing is a process where the null hypothesis is contrasted
with the alternative hypothesis to determine the correctness of the null
hypothesis. If we have not collected enough data, the results might be
misleading, as the data is too sparse to allow for generalizable deduction,
e.g. lets say that we have five ranked result lists from a specific search engine
on five randomly selected unmodified queries and five ranked results lists on
the five corresponding reformulated queries. Let us then assume that the
five reformulated queries have been selected such that they perform worse
than the unmodified ones. The participants would then conclude that the
query reformulation method modifying the queries does not improve the
overall relevance of the results retrieved from the search engine. These
five reformulated queries could, however, be part of the 10% of the queries
that perform worse. The remaining 90% will never be considered, even
though they most of the times improve the results returned from the search
engine. To overcome this problem enough samples are required to give a
right picture of the model. For it to be significantly accurate at least 95%
of the sampled data should correctly represent the collection. In the above
case we will need 200 randomly selected queries to get a 200
5 · 100 = 5%
significance.
Having a significant amount of samples is important to avoid Type 1
and Type 2 errors. A Type 1 error is rejecting the null hypothesis when is
it actually true. A Type 2 error is the opposite, accepting the null hypothesis even though it is false and should not be rejected, as the case in the
above example, given the null hypothesis being that the relevance does not
improve. Type 1 errors are most detrimental as they may have undesirable
effects stating something is better than a current solution, without it actually being the case. Type 2 errors state that some actual improvement is
no better than a baseline.
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Experimental Categories & Design

According to Lazar et. al. [24, ch. 3] an experiment can be put into one of
the following categories:
• True-experiments involve multiple conditions and randomly assigned
participants.
• Quasi-experiments have multiple groups of participants or measures,
but the participants have not been assigned randomly.
• Non-experiments involve only one group of participants or measure.
The basic structure of the experiment design is constructed based on the
hypothesis. It can be determined by choosing the number of independent
variables wanted to investigate. This leads to either a basic design (one
independent variable) or a factorial design (more than one independent
variable). There are a few effects that should be considered. The learning
effect happens when the same participants are used under different conditions. What they learned from one condition may be carried over to the
next. Fatigue is the time it takes a participant to get used to a system,
and that knowledge can be carried over to other conditions. Depending on
the number of conditions (e.g. number of different models) the experiment
design can be split into one of the following:
• Between-groups are different groups of participants are tested on different variables. This eliminates the learning effect and has shorter
experimental time with each participant. This does however require
a large amount of participants to reduce noise, like random errors.
• Within-groups uses only one group of participants that performs all
the experiments. Participants will suffer from the learning effect and
fatigue from doing multiple and long experiments. That only few participants are needed is an effect of this design, making it unnecessary
to find and manage many participants.
• Split-plots are where some (possibly only one) independent variables
are investigated using between-groups while the rest uses the withingroup design.
The basic design can be split into between-group or within-group, where the
factorial design can be any of the three. In the between-group experiment
a participant will only be presented to one system and will not suffer from
having to get used to multiple ones (the learning effect). This also reduces
problems with fatigue as there will not be as many tasks to do. The participants will not suffer from the learning effect either. A problem with this
design is that we need more participants to carry out the experiment, which
the within-group does not suffer from. Another problem that within-group
17

Query Ambiguity & Reformulation

Chapter 2. Background

solves is the difference in the participants, as these are the same people
performing the different tasks, where between-group compares the performance between two different groups of participants. Even though these are
selected based on some specific characteristics and randomly picked, the
participants may still produce noise in the results increasing the risk of Type
2 errors. In the within-group the participants will have the same skill set, as
they are the same persons. The problem is however primarily the learning
effect and fatigue.

2.1.3.2.4

Experiment Errors

Experiments with people do not come without problems. It may be hard to
reach high reliability as people act differently and perform differently on the
same tasks. Even the same person would probably not be able to produce
the same outcome twice. Therefore errors will most certainly be presented
on a smaller or larger scale. Two types of errors exist: random errors and
systematic errors.
Random errors are especially noticeable when a user repeats the same
test as the results may differ each time. Averaging many tests could reduce
the random factor as some tests will be below the actual value and some
above. This is not the case with the systematic errors which may be caused
by tiredness, nervousness or other biases. If a participant is really tired he
or she is likely to underperform throughout the whole experiment, which in
the worst case results in Type 1 and Type 2 errors.

2.2

Query Ambiguity & Reformulation

So far we saw IR preliminaries. Now we focus on a known IR problem
that is central in this work; query ambiguity. Search engines are generally
designed to return documents that match a given query. However, users
sometimes do not provide the search engines with a clear and unambiguous
query, which may cause undesired results. Furthermore, a query might
in itself be inherently ambiguous. An example of an ambiguous query is
apple prices, which could refer to the prices of the fruit or prices of
Apple products.
To address the problem of query ambiguity, several approaches have
been suggested. Some of these focus on re-ranking or diversifying the retrieved results, others on modifying or expanding the queries before submitting them to a search engine. Overall these approaches can be seen as
efforts to improve search results through query disambiguation.
Below we present an overview of the main approaches.
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Defining Query Ambiguity

Cronen-Townsend et al. [13] suggest computing a clarity score to measure
the ambiguity of a query by computing the relative entropy between the
query language model and the collection language model. Here a language
model refers to a probability distribution over all single terms estimated
by a query or a collection of documents respectively. Given the query and
collection language model estimate, the clarity score is simply the relative
entropy between them as follows:

clarity score =

P(w|Q)

∑ P(w|Q) · log2 Pcoll (w)

(2.2.1)

w∈V

where V is the entire vocabulary of the collection, w is any term, Q the query
and Pcoll (w) the relative frequency of the term in the collection. Figure 2.3
shows an example of equation 2.2.1 when adding a query term.

Figure 2.3: Clarity scores of some queries in the TREC disk 1 collection. Arrows
symbolize adding a query term (borrowed from Cronen-Townsend [12]).

The example in Figure 2.3 shows the relation between terms when adding
a query term. The higher the score, the more relevant the query is.
Cronen-Townsend et al. further discover that the clarity score of a query
correlates with the average precision (described in Section 2.1.3.1.3.4) of its
result. The clarity score can therefore be used to predict query performance
even without knowing the relevance of the query results.
However, clarity score is just one way of defining the ambiguity of a
query. Song et al. [31] attempt to identify ambiguous queries automatically.
The authors first define three different types of queries; an ambiguous query,
a broad query and a clear query. An ambiguous query has more than one
meaning while a broad query covers a variety of subtopics. An example
of a broad query could be songs, which could cover subtopics like love
songs, party songs, download songs or song lyrics. A user study
is conducted to see if it is possible to categorize each query into one of
the types mentioned by looking at the search results. The study indicated
that the participants are largely in agreement in identifying an ambiguous
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query. A machine learning approach based on the search results is therefore
proposed, which manages to classify ambiguous queries correctly in up to
87% of the cases.
Vogel et al. [35] define ambiguity of a term as a function of senses,
where senses are all possible interpretations of the term. For each sense, for
each term, the likelihood probability distribution is calculated using WordNet6 to map each term into synonym sets. A threshold is then calculated
and if the probability of the sense is greater than this, it is not considered
ambiguous. Otherwise the user is prompted to select amongst the two most
likely senses, which results in a filtering of documents that do not contain
the correct sense. Vogel et al. uses the example golf club where the user
would be prompted ”Did you mean club as in golf equipment or club as in
association?”.
Both query ambiguity and query difficulty can be regarded as the problem of predicting poor-performing queries, which makes them strongly related [3]. Knowing query difficulty of a query can be very useful for an
IR system, as they tend to underperform with particularly hard queries and
would therefore benefit from treating these hard cases differently than the
general case. A study shows that users perception of which queries will
be difficult for an IR system to process is largely underestimated from the
queries that actually perform poorly on the IR systems [26].
Carmel et al. [8] shows that query difficulty strongly depends on the
distances between the three components of a topic, which are (1) the
query/queries, (2) the document set relevant to the topic and (3) the entire
collection of documents. The distance between the (1) and (2) is analogous
to the clarity score described earlier. Carmel et al. discovered that the larger
the distance of (1) and (2) from (3), the better the topic can be answered
with a better precision and aspect coverage. The model can therefore be
used to predict query difficulty.

2.2.2

Re-ranking of Retrieved Results

One approach of query disambiguation is the re-ranking of retrieved results.
When a query has been processed and results retrieved, this type of approach
will attempt to re-order, or re-rank the results returned from the search
engine, with the goal of putting the most relevant documents at the top.
Teevan et al. [33] conducted an experiment where participants evaluated the top 50 web search results for approximately 10 queries of their own
choosing. The answers were studied and a conclusion drawn stating that
better identifying users’ intentions would yield better ranking of search results. Different approaches have been made to improve the ranking [1, 34],
which are briefly presented below.
6 An

English lexical database: http://wordnet.princeton.edu/

20

Query Ambiguity & Reformulation

Chapter 2. Background

Agichtein et al. [1] attempts to use implicit feedback (i.e. the actions
users take when interacting with a search engine) from real user behavior
of a web search engine to re-rank the results to be more relevant to the
individual user. Using machine learning techniques the system analyses and
learns previous users’ behavior on the same query to estimate what the
desired result might be. Their approach showed that up to 31% better
accuracy was attained relative to the original systems performance.
Teevan et al. [34] extends the idea of implicit feedback (i.e. the actions
users take when interacting with a search engine) by adding a client side
algorithm to analyze the user’s emails and documents. Information gathered
through this method may increase the relevance of the search results as
the more personalized data contributes to the query formulation.The work
concludes that combining web ranking with this algorithm produces a small
but statistically significant improvement over the default web ranking.

2.2.3

Diversification of Retrieved Results

Another approach that is often used together with re-ranking is the diversification of the retrieved results. The goal is to return result sets with the
most relevant different possible interpretations of the search query. E.g.
searching for jaguar would then return both results from documents concerning the cat family animal as well as the car manufacturer, instead of the
first many hits regarding vehicles. Even unambiguous queries may benefit
as there is no chance of knowing what type of information the user wants
to find, e.g. searching for Britney Spears gives no clue whether the user
is looking for history on the singer, to buy her music or to know more about
the perfume brand. Instead of trying to identify the ‘correct’ interpretation
of a query, diversification intends to reduce dissatisfaction of the average
user. It does so by diversifying the search results in the hope that different
users find a result relevant, according to their information need.
A general approach within diversification is the use of relevance score
and a taxonomy of information to return a classified result set. This is
exactly what Agrawal et al. [2] did and showed that the approach does
indeed yield a more satisfactory output, compared to search engines that do
not use diversification.
Demidova et al. [14] present a method on diversification on structured
databases where the diversification takes place before any search results are
retrieved. This is done by first interpreting each keyword in a query by
looking at the underlying database, e.g. if the keyword London occurs both
in the name and location attribute of the database. These can then be
viewed as different keyword interpretations with different semantics (e.g.
Author Jack London). Once all interpretations are found, the system
only executes the top-ranked query interpretations. This ensures diverse
results and reduces the computational overhead for retrieving and filtering
redundant search results.
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Query Modification and Expansion

Query modification7 and query expansion is another well-used method for
dealing with disambiguation [3, 9, 22, 37]. Chirita et al. [9] suggests automatically expanding queries with terms from each user’s Personal Information Repository consisting of the user’s text documents, emails, cached web
pages and more stored on the user’s computer. Short queries are innately
ambiguous for which query expansion can be a great improvement, however
the hard part is knowing how many terms the query should be expanded
with and if expansion is necessary at all. Chirita et al. used a function based
on clarity scores to determine how many terms to expand with, however it
did not work well and further metrics will have to be investigated.
Koutrika et al. [22] propose thinking of query disambiguation and personalization as a unified term modification process. This will make search
results more likely to be interesting to a particular user and a query sent to
the search engine may retrieve different result sets depending on the user.
A user profile is created by having the user manually mark relevant results
or by collecting user interaction data consisting of queries written and documents clicked. After this a term rewriting graph is updated to represent
the users’ interests, like which terms are related to which reformulations.
The graph is directed where the nodes represent terms and the edges the
connection between them. The edges are conjunction (t rewritten as t AND
t1 ), disjunction (t rewritten as t OR t1 ), negation (t rewritten as t NOT
t1 ) or substitution (t replaced by t1 ) edges, where the corresponding edge
weight represents the significance of the specific term rewriting. The system
they provided is a prototype and shows promising results (average gain in
time spend to find relevant information was decreased by 29%) regarding
the potential of the framework, based on an experiment with 10 users.
Mihalkova et al. [28] raise concerns about the privacy of the user, when
personalization is based upon the particular user’s information and search
history. They propose using a statistical relational learning model based
on the current short session and previous short sessions of other users for
query disambiguation. They define a short session to be the 4-6 previous
searches on average and try to match it to other similar short sessions in
order to provide more relevant results without abusing the privacy of the
user or other users. The results obtained using their proposed approach
show that it significantly outperforms baselines. They furthermore claim to
has provided evidence that despite sparseness and noise in short sessions
their approach predicts the searcher’s underlying interests.
Egozi et al. [16] introduce a concept-based retrieval approach that is
based on Explicit Semantic Analysis (ESA), which adds a weighted conceptvector to the query and each document by using large knowledge repositories
such as Wikipedia. Each concept is generated from a Wikipedia article
and represented by a vector of words with the word frequency as weight.
An inverted index is then created from these words to their corresponding
7 Also

referred to as query rewriting, reformulation, substitution or transformation.
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concepts. This can now be used to assign the top concepts to each query
and document, and the concept of a query can now be used to retrieve
documents with similar concepts attached to them rather than just based
on the keywords. Egozi et al. show examples of documents retrieved that
were highly relevant to the query but did not contain any of the keywords
in the actual query.
Similarly Lioma et al. [25] propose assigning a query context vector to
the nearest centroid of a k-means clustering on the entire collection. The
nearest centroid represents the query’s sense and documents with the same
sense are boosted in the ranking. A sense comes from term collocations
and their frequency. This method is used to improve information retrieval
in technical domains, in this case physics, as these are strongly influenced
by domain-specific terms and senses.
Finally Wang & Zhai [37] propose only using search logs for query reformulation by either replacing a term in a query or adding a term to a query.
The terms to be replaced or added can be categorized as follows: (1) quasisynonyms and (2) contextual terms. Quasi-synonyms are either synonyms
(e.g. murderer and killer) or words that are syntactically similar (e.g.
bike and car). To find these terms a probabilistic translation model is
used based on the motivation that they often co-occur with other similar
terms; for example bike and car would often occur together with stolen
and buy. Contextual terms are terms that appear together, like with the
example above, car and buy will often co-occur in the same query. A probabilistic contextual model is used to find these terms. Experimental results
on general web search engine logs show that the proposed methods are both
efficient and effective. This work by Wang & Zhai is the starting point of
this thesis, and explained in details in chapter 3.

2.2.5

The Current State of the Art

From the above we see that Wang & Zhai is a state of the art method in
using search logs for query reformulation. They report experiments with
large data taken from a real search engine (∼8,1443,000 unfiltered queries
from one month of the MSN search log). By using P@10 (see section
2.1.3.1.3.2) an improvement of 41.3% was achieved for term substitution.
They also state that term addition outperforms their baseline. Both term
substitution and addition need only the top two suggestions to outperform
the baseline using P@5, as shown in Figure 2.4.
For these reasons we choose to use Wang & Zhai’s model as a starting
point for our thesis.
Specifically, in our thesis we apply the model of Wang & Zhai to legal
documents to learn if their model is portable to other domains. We aim to
further learn if the same limitations and assumptions they make hold and if
our scenario poses new limitations or requires new assumptions to be made.
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Figure 2.4: Wang & Zhai’s [37] comparison of term substitution (top) and term
addition (bottom) showing that it outperforms both the baseline and what they
refer to as the LLR model. The LLR model is a linear regression model for reranking,
presented by Jones et. al. [20].
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Furthermore we extend the work of Wang & Zhai in these ways:
• Use relevant sentences from the content of the clicked documents in
the statistical contextual model, thereby not only finding terms for
term substitution and addition from the user search logs, but also
from relevant sentences.
• Extend the relevance model from the current binary relevance model,
that classifies a document as relevant or non-relevant depending on
whether it was been clicked or not, to a graded relevance model, which
classifies how relevant a document is by further looking at the average
ranking it had when it was clicked.
Next we present Wang & Zhai’s method in detail.
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The greater the ambiguity, the greater the pleasure.
Milan Kundera

3
Contextual & Translation Models of
Query Reformulation

In the previous chapter we introduced background information laying the
basis for the remainder of the thesis. In this chapter we present in detail the
query reformulation model of Wang & Zhai. We will specify clearly when we
depart from their work, otherwise this section represents the contributions
of Wang & Zhai.
In this chapter we use definition 2.1 and 2.1 and extend with the definition of the term addition pattern:
Definition 3.1 (Term Addition Pattern). A term addition pattern is in the
form [+w|cL cR ]. This pattern means that the term w can be added into
the context cL cR , which is terms to the left and right of w respectively.
The result is a new sequence of terms cL wcR .
As described in section 2.2, query ambiguity can be dealt with in a
variety of ways. Wang & Zhai deals with the disambiguation of a query by
reformulating it in two different ways:
• Substituting an existing query term with new one.
• Adding a term to an existing query.
Each of these two different reformulation approaches aims to address
a different type of query ambiguity. The term substitution approach deals
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with queries that have vague or ambiguous terms while the term addition
approach deals with queries that do not have enough informative terms.
The first step in finding terms for substitution or addition is to create
models to capture the relationship between a pair of terms. Wang & Zhai
define two basic types of relations: Syntagmatic and paradigmatic. Terms
that frequently co-occur together have a stronger syntagmatic relation than
terms, which do not. For example bankrupt has a stronger syntagmatic
relationship to company than to dog. A paradigmatic relation betweem
terms are terms that can be treated as labels for the same concept. An
example could be murderer and killer, spoon and fork or even the
same word in singularity and plurality.
Term substitution and addition uses the contextual and translation models described in this chapter. Specifically term substitution will use both the
contextual and translation models, while term addition only will use the contextual models. This is illustrated in Figure 3.2.

Figure 3.2: An overview of Wang & Zhai’s query reformulation illustrating the
relations between the models described in this chapter.

3.1

Contextual Models

The contextual models capture the syntagmatic relations. In general semantically related terms will have a stronger syntagmatic relationship, for
which reason they will prove good candidates for substitution. To find these
terms, Wang & Zhai first define term contexts. Given a query collection Q
and a term w, we define the following contexts:
Definition 3.2 (General Context). G, is a bag of words that co-occur with
w in Q. That is, a ∈ G ⇔ ∃q ∈ Q, s.t. a ∈ q and w ∈ q.
For example, given the query car insurance rates, insurance and rates
will be in the general context of car.
Definition 3.3 (The i-th Left Context). Li , is a bag of words that occur at
the i-th postion away from w on its left side in any q ∈ Q.
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Using the same example car will be in the L1 context of insurance.
Definition 3.4 (The i-th Right Context). Ri is a bag of words that occur
at the i-th postion away from w on its right side in any q ∈ Q.
Finally, rates will be in the R2 context of car in the above example. The
value of i for the left and right context will from now on be referred to as
k.
The syntagmatic relationship between a word w and any other word a
can be calculated probabilistically as the Maximum Likelihood estimation:
c(a,C(w))
∑i c(i,C(w))

PC (a|w) =

(3.1.1)

where C(w) refers to the context of w, while c(i,C(w)) represents the count
of i in the context of w. To deal with data sparseness Wang & Zhai use the
Dirichlet prior smoothing, which introduces a Dirichlet prior parameter µ.
The parameter value is found experimentally. The tuning of this parameter
is described in section 5.1.5. The updated equation now looks like this:

P̃C (a|w) =

c(a,C(w)) + µP(a|Q)
,
∑i c(i,C(w)) + µ

(3.1.2)

where P(a|Q) is the probability of a given the whole query collection G.

3.2

Translation Models

The translation model captures paradigmatic relations between terms. The
translation model will use the contextual model, as the idea is that two
terms have a stronger paradigmatic relation if they share similar contexts.
For example spoon and fork share a lot of contextual words like plate
and food and therefore have a strong paradigmatic relationship.
The first step for the translation model is calculating the relative entropy between two language models, in this case two contextual models, by
calculating the Kullback-Leibler (KL) divergence [23] using equation 3.2.1.

D(p||q) = ∑ p(u) log
u

p(u)
q(u)

(3.2.1)

here p and q refer to two language models. The value represents the similarity between the two language models, i.e. the value is smaller if p and q
are similar.
Using the KL-divergence on the contextual models gives us the following
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exp(−D[PC (.|w)||P̃C (.|s)])
∑s exp(−D[PC (.|w)||P̃C (.|s)])

(3.2.2)

which can be transformed into
tC (s|w) ∝ ∏ P̃C (u|w)c(u,C(s))

(3.2.3)

u

which is the likelihood of generating s’s context C(s) from w’s smoothed
contextual model. This formula can be applied on any type of contextual
model, however for the translation model Wang & Zhai only focuses on L1
and R1 contexts. This results in the following final formula for the translation
model:

t(s|w) =

where
of w.

3.3
3.3.1

|L1 (w)|
|R1 (w)|

|L1 (w)| · tL1 (s|w) + |R1 (w)| · tR1 (s|w)
|L1 (w)| + |R1 (w)|

(3.2.4)

is the total number of terms occurring in the L1 / R1 context

Query Reformulation Models
Term Substitution

Term substitution replaces a term wi in q with s and thereby obtain a
modified q0 = w1 . . . wi−1 swi+1 ...wn . The goal is to find a candidate term
s for q0 , which will retrieve more relevant documents than q. The basic
approach is to regard the problem of term substitution as the probability
of substituting wi by s given the context w1 . . . wi−1 wi+1 ...wn . Here the
_ symbol reflects where the s should be inserted. Given the query cheap
auto wash, the model might suggest to substitute the second term with
car to create the modified query cheap car wash. Wang & Zhai use the
shorthand t(wi → s|q) to represent this probability.

t(wi → s|q) = P(s|wi ; w1 ...wi−1 wi+1 ...wn )
∝ P(wi ; w1 ...wi−1 wi+1 ...wn |s)P(s)
∝ t(wi |s)P(s)P(w1 ...wi−1 wi+1 ...wn |s)

(3.3.1)

= t(s|w1 )P(w1 ...wi−1 wi+1 ...wn |s)
where the first factor reflects the global factor and tells us how similar wi
and s are, which in the basic case is calculated only using the translation
model (equation 3.2.4). An enhanced approach in estimating the global
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factor is explained later in this section. The second factor is the local factor
telling us how likely it is for s to appear in the context w1 ...wi−1 wi+1 ...wn .
Only looking at the general context, the local factor can be defined as:
n

P(w1 ...wi−1 wi+1 ...wn |s) =

∏

P̃G (w j |s)

(3.3.2)

j=1, j6=i

However, this method ignores the information that lies in the position of
the words. It furthermore includes all the words in the context. Wang
& Zhai therefore use the more precise contextual models Li and Ri , which
ignore words far away from the one being substituted and also use positional
information.
k

∏

k

P̃Li− j (wi− j |s) ·

j=1,i− j>0

∏

P̃Ri+ j (wi+ j |s)

(3.3.3)

j=1,i+ j≤n

where k is the number of terms to consider on each side of s.
In equation 3.3.1 the first factor (i.e. the global factor) was estimated
only using the translation model t(s|w) shown in equation 3.2.4. This approach has some limitations, for example given two popular queries like
American Express and American Idol there would be a high translation
probability of t(express|idol), as both terms often have american in their
L1 contexts.
To avoid this, Wang & Zhai introduces an enhancement that ensures
that s and w are semantically similar. The assumption is that queries within
the same user search sessions (defined in section 5.1.1.2.3) are coherent, and
words like express and idol would rarely be found in the same session.
They therefore calculate the Mutual Information between the two words
s and w, which is a measure of mutual independency between these two
words. Intuitively this tells us how much information one variable tells us
about the other. For the case of Wang & Zhai, the mutual information is
computed using the formula in equation 3.3.4.

MI(s, w) =

∑

P(Xs , Xw ) log

Xs ,Xw ∈{0,1}

P(Xs , Xw )
P(Xs )P(Xw )

(3.3.4)

where Xs and Xw are two binary random variables corresponding to the
presence, or absence, of s and w in each user session. For example, P(Xs =
1, Xw = 0) is the proportion of user sessions in which s i present and w is
absent. To make the mutual information comparable with different pairs of
terms, a normalized mutual information formula is used, defined in equation
3.3.5.

NMI(s, w) =
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MI(s, w)
MI(w, w)

(3.3.5)
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Using the session enhancement, the final method for term substitution
can be described as follows:
• Given a query q and a term in the query wi , use t(s|wi ) (equation 3.2.4)
to find the top N words with the highest translation probabilities.
• For each s in the top N words calculate its NMI(s, wi ).
• Now use a threshold τ to remove the words in N if NMI(s, wi ) ≤ τ.
• The remaining candidates all have high translation probabilities and
frequently co-occur with wi in user sessions and are therefore set to
t(s|wi ) = 1.
• t(wi → s|q) (equation 3.3.1) can now be calculated for the remaining candidates using only the equation for the local factor (equation
3.3.3).
t(wi →s|q)
is used as an indicator with the substitution will be
• Finally t(w
i →wi |q)
recommended if the value is larger than 1.

3.3.2

Term Addition

Term addition is the refinement of a query q = w1 w2 ..wn by suggesting one
or more terms to be added in order to return more relevant search results
to the user. The total number of positions in which a term can be added is
n + 1: in front of the query, between the words, and after the query.
To decide if a term should be added, and in that case which one, a
probabilistic method is used, similar to equation 3.3.3. This makes use of
the contextual models Li and Ri and ignore words far away. For all possible
n + 1 positions a term can be added to q, every candidate term is added,
one by one, and a probability for this term to occur in such query, at the
given position, is calculated as follows:
k

∏

j=1,i− j>0

k−1

P̃Li− j (wi− j |r) ·

∏

P̃Li+ j (wi+ j |r)

(3.3.6)

j=0,i+ j≤n

where k is the number of terms, to the left and right of a given addition
term candidate,r, to be considered. For example suppose we have the query
car wash, so q = [car, wash] and n = 2. Let us assume that the term addition candidates for car are ccar = [insurance, damage, wash] and cwash
= [auto, insurance, car]. This gives a total of c = [insurance, damage,
auto] term candidates. Now the possible candidate queries are generated
and produce those seen in Table 3.1. For each of these 9 candidates Equation 3.3.6 is applied and the probability calculated is stored along with the
corresponding candidate query.
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First position
+insurace| car wash
+damage| car wash
+auto| car wash
Second position
+insurance| car wash
+damage| car wash
+auto| car wash
Third position
+insurance| car wash
+damage| car wash
+auto| car wash

Refined
insurance car wash
damage car wash
auto car wash
Refined
car insurance wash
car damage wash
car auto wash
Refined
car wash insurance
car wash damage
car wash auto

Table 3.1: Example of the terms insurance, damage and auto added for all
possible positions to the query car wash.

According to Wang and Zhai the prior probability P(r) emerges. The
prior probability describes the likelihood, of a given term being selected, in
the absence of any prior evidence. As every r has the same initial chance
of being selected we can, following convention, assume P(r) to be uniform,
hence it will have no effect on the ranking. We can therefore omit the prior
probability in this case, as done by Wang and Zhai.
To filter the term addition suggestions with low probability, as they may
worsen the query, a threshold τ is introduced. This threshold is different
from the one described in term substitution. If the probability of a term
being added in a given q is higher than τ it will be considered a viable term
addition candidate.

3.4

Implementation

Wang & Zhai’s model uses query terms to construct contextual and translation models. We do so as follows:
1. Retrieve queries Q from the search log files and lowercase all terms
(see 5.1.1.2.1).
2. Split up sessions (see 5.1.1.2.3).
3. Group queries into sessions (used for global factor for term substitution).
4. Filter queries (see section 5.1.1.2.4):
(a) Remove sentences containing a number.
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(b) Remove symbols.
(c) Remove stop words.
5. Count the raw frequency of each term for all filtered queries.
6. Determine threshold of raw frequency to find salient terms (see section
3.4.3):
(a) Remove terms with high number of occurrences.
(b) Remove terms with low frequency of occurrences.
7. Build contextual and translation models.
Deciding the number and frequency limit for point 6a and 6b is described
in section 3.4.3. How we build the contextual models (point 7) is explained
in section 3.4.1.

3.4.1

Contextual Models

We choose to represent all the contexts described in 3.1 by a large keyvalue data structure, which we from now on refer to as a dictionary with
the key being a word w and the value its context C(w). The contexts are
furthermore represented by another dictionary with the key being a word in
C(w) and the value the raw frequency of w. A pseudocode example of the
generation of first left context is shown in Algorithm 1.
Algorithm 1 Context Generation of L1
1: terms ← all unique terms
2: queries ← all queries
3: le f t1 context ← dictionary
4: for i ← 0, |terms| do
5:
term context ← dictionary
6:
for j ← 0, |queries| do
7:
if terms[i] ∈ queries[ j] then
8:
index o f term ← get index of terms[i] in queries[j]
9:
if index o f term > 0 then
10:
if queries[ j][index o f term − 1] ∈ term context then
11:
term context[queries[ j][index o f term − 1]] ← increment by 1
12:
else
13:
term context[queries[ j][index o f term − 1]] ← 1
14:
end if
15:
end if
16:
end if
17:
end for
18:
le f t1 context[terms[i]] ← term context
19: end for
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Translation Models

For the implementation of Wang & Zhai’s translation models, t(s|wi ) (equation 3.2.4), we only consider the terms of the R1 context of the term to the
left of the term being substituted (wi ) and the terms of the L1 context of the
term to the right of wi as candidates for translation for wi (see Algorithm
2).
Algorithm 2 Possible substitution candidates for a term
1: candidates ← set
2: term sub ← term to find substitution candidates for
3: term le f t ← the term to the left of the term being substituted
4: term right ← the term to the right of the term being substituted
5: le f t candidates ← get terms in the right 1 context of term le f t
6: right candidates ← get terms in the left 1 context of term right
7: candidates = le f t candidates + right candidates

Furthermore we pre-build a dictionary of all unique terms mapped to
their respective raw frequency, in order to make the computation of t(s|w)
(equation 3.2.4) more efficient.

3.4.3

Finding the Salient Terms

When deciding which terms to use for the generation of the contextual and
translation models Wang & Zhai first use a predefined stop-word list to filter
these away. They then choose to only consider the top 76,693 most frequent
terms as possible candidates for term substitution and addition by building
the contextual and translation models based on these terms. Henceforth
we refer to this final group of terms as the salient terms. We depart from
Wang & Zhai slightly when finding these salient terms.
Like Wang & Zhai we start by filtering the terms with a predefined
stop-word list. For this we used a standard Danish stop-word list1 , following
convention. We then select the salient terms amongst the remaining in the
following.
Luhn [27] describes a method of determining the significance of a term
by looking at the frequency of a term, under the assumption that a more
frequent word is more significant. However the most frequent words are
often function words [6], which are words that often have little meaning
in itself (e.g. and, a, and the), but are used to create a grammatical
relationship with the content words in a sentence. The well-known sentence
by William Shakespeare “To be, or not to be” is a special case where the
function words hold a lot of meaning, however following convention we
will only focus on the general case. Substituting with or adding one of
1 http://snowball.tartarus.org/algorithms/danish/stop.txt
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the words will most likely not improve the results of a query. An example
would be to add the word the in front of law, which most likely would not
produce any different result. Luhn therefore proposes to have an upper and
lower threshold on the frequency of the words. Words that fall outside the
threshold will in our case be removed from the queries. Figure 3.3 depicts a
well-known graph by Luhn, displaying the term frequency (y-axis) and the
term rank (x-axis) along with an upper and lower threshold. Terms within
the thresholds are considered significant. The dotted curve represents how
significant the terms are.

Figure 3.3: Luhn’s definition of term significance (borrowed from Azzopardi [4,
p. 24]).

By manually examining the most frequent terms we decided the upper
threshold so that the top 10 most frequent words are removed. For the
lower threshold we chose to exclude words with raw frequency of three or
under. This threshold was found by inspecting the words with three and
four occurrences. We judged that the proportion of likely significant words
was high enough to keep words with an occurrence of four and over. The
remaining terms are the salient terms for our implementation of Wang &
Zhai’s approach.

3.4.4

Term Substitution

The term substitution method described in section 3.3.1 is implemented
using N = 20, k = 2 and τ = 0.0001, which are the same settings used by
Wang & Zhai for term substitution. For a given query, q, term substitution
computes substitutions for each term in the query in a manner described by
Algorithm 3.
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Algorithm 3 Term Substitution
1: q ← query
2: f inal sub suggestions = list
3: for all wi ← queries do
4:
w candidates ← get candidates for wi using algorithm 2
5:
top w candidates = list
6:
for all si ← w candidates do
7:
top w candidates = top w candidates + (si ,t(si |wi )) (equation
3.2.4)
8:
end for
9:
sort top w candidates and only keep top N = 20 candidates
10:
for all si ← top w candidates do
11:
if NMI(si , wi ) ≤ 0.0001 (τ) then
12:
remove si from top w candidates
13:
end if
14:
end for
15:
for all si ← top w candidates do
16:
local f actor s = t(wi → si |q) (equation 3.3.3)
17:
local f actor w = t(wi → wi |q)
local f actor s
18:
if local
f actor w ≤ 1 then
19:
remove si from top w candidates
20:
end if
21:
end for
22:
f inal sub suggestions = f inal sub suggestions + top w candidates
23: end for
24: sort f inal sub suggestions

where f inal sub suggestions is an ordered list of suggestions where the first
element is the suggestion to a q with the highest computed probability.

3.4.5

Term Addition

To generate suggestions using term addition we go through the following
three steps:
1. Compute a list of candidate terms to be added to the original query.
2. Calculate the relevance for each candidate term at each position in
the original query.
3. Applying threshold to get the most relevant suggestions.

3.4.5.1

Compute List of Candidate Terms

We start by computing a list of all terms in the general context for every
term in a query q, that is, all the terms that ever occurred in a query for
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every w in q. Doing so will generate a collection of potentially relevant
candidate terms c = r1 r2 ..rn to be added to the refined query. Terms that
never occur with any w in q will have zero chance to be added, hence they
are not considered. This process is shown in Algorithm 4. At this stage we
have a list candidates of pairs. Each pair consists of a probability and the
correlated candidate query.
Algorithm 4 Term Addition - Adding Candidate Terms
1: q ← query
2: n ← |q|
3: for i ← 0, n do
4:
c(i) ← general context(i)
5: end for
6: for i ← 0, (n + 1) do
7:
for j ← 0, |c| do
8:
new candidate ←put c[ j] into position i in q[i]
9:
P(new candidate) ←equation 3.3.6 applied on new candidates
10:
candidates(i) ← [P(new candidates), new candidate]
11:
end for
12: end for

3.4.5.2

Calculate Relevance for Each Candidate

In Algorithm 4 at line nine the probability of the candidate query is computed according to equation 3.3.6. Using Dirichlet (see equation 3.1.2) we
implemented the probability as shown in Algorithm 5.
Algorithm 5 Term Addition - Computing the probability of a term added
to a query
1: l f ← 1
2: q ← query
3: i ← index
4: k ← 2
. k as mentioned in section 3.1
5: r ← candidate term
6: n ← length of query
7: for j ← 1, k + 1 do
. Left side of index
8:
if i − j > 0 then
9:
l f = l f · P̃C (r|q(i− j)− j ) given C(w) = L j of r)
10:
end if
11: end for
12: for j ← 1, k do
. Right side of index
13:
if i + j ≤ n then
14:
l f = l f · P̃C (r|q(i− j)+ j ) given C(w) = R j+1 of r)
15:
end if
16: end for

where C(w) is the context used. First the probability is computed based
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on up to k = 2 terms left of the position i given. Afterwards the same is
done for the position i and all terms right of i. The probabilities for each
computation are multiplied together to provide an overall probability, which
are used to compare the different candidate queries.

3.4.5.3

Applying the Threshold

A threshold has not been proposed for term addition in Wang & Zhai, but
we believe it is a necessary step in the implementation in order to reduce the
number of queriy suggestions that are of low relevance to a query. In order
to determine which reformulations should be accepted as good suggestions
and which are better than others the probability computed (see section
3.4.5.2) is used. To decide whether a candidate query is good enough to be
suggested is determined by a threshold τ, as explained in section 3.3.2. τ is
determined empirically (see section 5.1.5.1) and by generating suggestions
to a range of queries, and for each manually judging when the suggestions
start to make no sense. τ is used as shown in Algorithm 6
Algorithm 6 Term Addition - Applying the Threshold
1: τ ← 0.0005
2: accepted candidates ← emptylist
3: for all c ← candidates do
. List of candidates and the associated
original query
4:
P(original) ←Equation 3.3.6
5:
P(candidate) ←Equation 3.3.6
6:
P(ci ) ← P(candidate)
P(original)
7:
if P(ci ) > τ then
8:
append ci to list accepted candidates
9:
end if
10: end for

where P is the probability associated to the particular candidate query. For
each term in the original query we calculate its probability based on Algorithm 5. The same is done for the reformulated query. The two values are
divided. If the computed value of this division exceeds τ the suggestion is
accepted.
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4
ACDC

In the previous chapter we presented the query reformulation model of Wang
& Zhai [37]. We now focus on our approach named Alternative Contextual
Disambiguation with Clicked documents (ACDC)1 . ACDC extends Wang &
Zhai’s approach and we will in this chapter explain in details the changes
that distinguish ACDC from their approach.

4.1

Motivation

Wang & Zhai considers terms based on queries mined from the user logged
activities for query reformulation. While this improves the baseline used in
their experiment (see section 2.2.5), further potentially useful information
about the documents that users click is not considered. We address one
such source of informsation in the ACDC approach. Based on knowledge
obtained from the search log files, from relations to users of Karnov’s search
engine, and information provided by the Karnov IT-employees, we define our
model.
Search logs files may contain not just information on searches, but also
documents clicked and from where a user was referred etc. An extended
list, of such information, can be found in section 5.1.1.1. Based on information found in the log file we considered different approaches of query
reformulation:
• Users’ favorite documents. Our assumption is that a document bookmarked (stored by a user for later having quick access to the same
1 Alternatively,

ACDC can be seen as a not so random letter constellation of our initials
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document) by a user reflects the relevance of that particular document
to the user query. Using this information our idea is to include text
from the documents, relevant to a query, bookmarked by the user.
• Downloads and prints of documents. The idea is the same as for
users’ bookmarked documents, but instead of identifying a relevant
document based on bookmarking we could instead use information on
whether a user downloaded the document as PDF or printed it. Our
assumption is that a document that has been downloaded or printed
is of high relevance to the user.
• Document texts. By obtaining the documents that have been clicked,
and hence are relevant, we can extract the texts and use the words
within these to build the contextual model. Our assumption is that
relevant documents contain relevant words to the user query.
At a visit to Karnov we discussed the above suggestions with a Karnov
search engine specialist and we came to the conclusion that using users’
bookmarked documents are not used sufficiently to improve the query reformulation enough to have a notably impact on the results. The download
and prints of documents are a personal preference. Some prefer text on
physical paper over on-screen reading and some like to keep a copy of a
document for later studying. By using information on downloads and prints
we would limit our target group. The content of documents contains exactly
the information needed to cover the information need of the user.
After a conversation with a user of Karnov’s search engine we noticed
that finding the actual relevant document can be a harder task than requesting results with a search query. Based on the user’s statements it is fairly
common practice to use a document as a bridge to the actual document of
relevance. This happens as a result of documents not containing the terms
from the query, e.g. if a user types in the short form or a different name
for a specific law, that law document may not be returned by the search
engine, if not those terms appear in the document. Instead documents referring to the law document of interest, by its other name, are retrieved.
The user may go to the document from the list of results to be able to
jump into the actual document of interest. Based on this information we
further extend the concept of using relevant documents to include a second
layer of documents. These documents are those referred by the first layer of
relevant documents. As whole documents contain many words and knowing
that Karnov’s search engine produces a match by comparing query terms
to the words in a document, we limit the amount of text to be analyzed to
sentences containing only query terms. Intuitively this removes the relation
to terms that appear in other sentences and contexts. To get only the most
relevant sentences we limit the amount of sentences to the 10 first results
from an ordered list of sentences containing at least one query term, in such
way that the sentence containing most query terms is the first sentence, and
the one with fewest terms is last in the list. Other methods for finding the
most salient parts of a document is discussed later in section 6.3.2.
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Based on above motivation we introduce our model ACDC.

4.2

ACDC Model

The ACDC approach collects terms from two layers of relevant documents.
The definitions are as follows:
Definition 4.1 (Layer One Document Collection). Given a query q a layer
one document collection D1 is a collection of documents that have been
referred to by a search result set of q, as the effect of a click by a user.
Definition 4.2 (Layer One Document). Given a query q a layer one document d1 is a single document such that d1 ∈ D1 .
Definition 4.3 (Layer Two Document Collection). A layer two document
collection D2 is a collection of documents that have been referred to by any
d1 in D1 .
Definition 4.4 (Layer Two Document). Given a document d1 a layer two
document d2 is a single document such that d2 ∈ D2 .
The ACDC model handles sentences from all D1 and D2 as queries are
handled in Wang & Zhai’s approach. The terms from the sentences are
used in order to construct the contextual and translation models as follows:
1. Retrieve queries and clicked documents (D1 ∪ D2 ) from the search log
files (see section 5.1.1.2.2).
2. Split up sessions (see section 5.1.1.2.3).
3. Group queries into sessions (used for global factor for term substitution).
4. Keep unique document IDs for each query.
5. For each query, crawl documents from Karnov’s search engine.
6. Lowercase all sentences for easier comparison with terms.
7. Extract top n sentences from each document:
(a) Extract sentences that contain at least one query term. Sentence definition: [punctuation][space]
(b) Order the extracted sentences by number of query terms contained.
8. Filter the sentences (see section 5.1.1.2.4):
(a) Remove sentences containing a number.
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(b) Remove symbols.
(c) Remove stop words.
9. Count the raw frequency of each term for all sentences across all
documents.
10. Determine threshold of raw frequency for finding salient terms (see
section 4.3.1):
(a) Remove terms with high number of occurrences.
(b) Remove terms with low frequency of occurrences.
11. Build contextual and translation models.
Term substitution and addition work exactly as they do in Wang &
Zhai’s approach, as described in section 3.3.1 and 3.3.2 respectively. The
contexts (point 11) are computed according to section 3.1, based on the
terms obtained from the ten most relevant sentences, from the two layers
of relevant documents. The number and frequency limit for point 10a and
10b is described in section 4.3.1.
The above procedure is used for the implementation of ACDC.

4.3

Implementation

In the implementation of ACDC the exact same formulas are used as for
Wang & Zhai to calculate the contextual models (section 3.1), translation
models (section 3.2), term substitution (section 3.3.1) and term addition
(section 3.3.2). The choices of threshold used forfinding the salient terms
in the senteces deviate from Wang & Zhai’s approach and is described in
section 4.3.1.
The steps in implementing the model are described in section 4.2. The
value of n is set to 10, to limit the amount of sentences used. The sentences
are ordered by the amount of query terms in them. This means that a sentence containing all query terms is first in the list and sentences containing
no query terms are last. The way of selecting may end up excluding sentences that are of equal importance to other selected. The issue is discussed
in section 6.3.2.
Point four mentions crawling, which was done by sending a request for
a document to the search engine and fetch the content from the response.
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Finding the Salient Terms

This section describes how we decide which terms to use for the contextual
and translation model generation, i.e. the terms we will consider as candidates for term substitution or addition. We find these salient term in the
same manner is in Wang & Zhai’s approach, described in section 3.4.3. The
only difference is that we use different upper and lower thresholds to determine the salient terms. For ACDC we remove the top 100 most frequent
terms and also all terms with less than 50 occurrences. These thresholds
are found through manual inspection. In Wang & Zhai we only removed the
top 10 words and words with less than 4 terms. The reason we remove so
many words for ACDC in comparison, is that the dataset (top sentences) is
larger than the dataset consisting only of user query logs. Table 4.1 shows
how many unique terms exist in each dataset and how many are salient with
the chosen threshold.
Dataset
W&Z (Queries)
ACDC (Sentences)

Unique terms
56,909
381,169

Salient terms
11,892
14,903

Table 4.1: The number of unique terms and salient terms in the dataset of Wang
& Zhai and ACDC.

Although we cut of many more words in ACDC in comparison, we still
end up with more salient terms than in Wang & Zhai. Once all sentences
have been filtered such that only salient terms are left, the contextual and
translation models can be generated for ACDC based on these sentences.

4.4
4.4.1

Merging W&Z and ACDC
Motivation

In this section we describe how we combined Wang & Zhai’s approach with
our ACDC approach. The main difference between the two approaches is
that the first approach builds the contextual and translation models based
on user query logs, while the latter approach uses top sentences from clicked
documents. To merge Wang & Zhai and ACDC our basic idea is to build
the contextual and translation models based on both the user query logs
and the top sentences from clicked documents. However, the amount and
the average length of queries and sentences differ from each other, and that
will cause the generation of query reformulations to favor terms from the
largest dataset.
The number of unique words and their average occurrence for each
dataset is shown in Table 4.2. The datasets have been pre-filtered as de43
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scribed in 5.1.1.2.4.
Dataset
W&Z (Queries)
ACDC (Sentences)

Unique Terms
56,909
381,169

Avg. Freq. of Unique Terms
38.79
493.00

Table 4.2: The avg. occurrence of unique terms in the dataset of Wang & Zhai
and ACDC.

To avoid the problem of the largest dataset being favored, we count the
average occurrence of unique terms for each dataset to calculate the ratio
by dividing the average word occurrence of the queries with the average
word occurrence of the sentences. We use this ratio to reduce the word
occurrence count of the sentences by multiplying with the ratio. We can
now simply add each word occurrence count together in order to construct
the contextual models (see section 4.4.2). Salient terms can now be found,
as described in section 4.4.3.

4.4.2

Implementation

The merged model of Wang & Zhai’s and ACDC each generates a separate
set of contextual and translation models as described in 3.4 and 4.2 respectively, except that the salient terms has not been found yet. The model
consists of the merging of the two, which we do as follows:
1. Count unique terms separately for each model.
2. Compute the average occurrence of terms separately for each model.
3. Divide the average occurrence of terms from queries (Wang & Zhai)
with the average occurrence of terms from sentences (ACDC) to obtain a ratio.
4. The occurrence of the sentences are now multiplied with the ratio
computed in the previous point. The number of terms have now
normalized.
5. An ACDC weight is applied determining the influence of ACDC.
6. Word counts from the two models are added together to construct the
final contextual and tranlation model used in the merged approach.
7. Determine threshold of raw frequency to find salient terms (see section
4.4.3):
(a) Remove terms with high number of occurrences.
(b) Remove terms with low frequency of occurrences.
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8. Build contextual and translation models based on both the queries
and sentences.
Finding the salient terms in point 7 is described in section 4.4.3. The
fifth point mentions the acdc_weight which dictates the influence of the
terms from the sentences. We set this value to one meaning that terms
from the queries and sentences have equal influence on the contexts built.
Setting this value to e.g. two means that terms from sentences count twice
as much as those from queries. Setting the value to 0.5 results in the
opposite. Algorithm 7 show point 5 and and 8.
Algorithm 7 Applying weight and merging the contextual models
1: acdc weight ← 1
. Scaling of the influence of ACDC
avg. occurrences o f W &Z terms
2: ratio ← avg. occurrences o f ACDC terms · acdc weight
3: for all tacdc ← cacdc do
. t = term, c = context
4:
cmerged [tacdc ] = cw&z [tacdc ] + (|tacdc | · ratio)
5: end for

where cmerged is the final context.

4.4.3

Finding the Salient Terms

This section describes how we decide which terms to use for the contextual
and translation model generation, i.e. the terms we will consider as candidates for term substitution or addition. As mentioned in section 4.4.1 these
salient terms can be determined based on the merged contexts. The salient
terms are found by first determining the upper and lower threshold for the
significant terms (see section 3.4.3). We remove the top 100 most frequent
words and words with less than 20 occurrences from the merged dataset of
both queries and sentences. These thresholds were found through manual
inspection. This leads to a reduction of unique terms from 406,774 terms
to 14,464 term. From this filtered dataset we create the merged contextual
models, as shown in section 4.4.2.
In the above we described how we merged the queries and sentences to
create merged contextual models where each dataset is valued equally. For
future studies it would be interesting to find the optimal ratio between the
datasets (discussed in section 6.3.3).
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5
Experimental Evaluation

In the previous chapters we presented the three query reformulation approaches used in this work:
• Wang & Zhai’s approach [37] (chapter 3).
• The ACDC approach (chapter 4).
• The merged approach (section 4.4).
In this chapter we describe the experimental evaluation of these three approaches. As a baseline we will use the original non-reformulated queries,
which we compare with the approaches in three experiments shown in Table
5.1.
Experiment
Experiment 1
Experiment 2
Experiment 3

Baseline
Original queries
Original queries
Original queries

Query reformulation approach
Wang & Zhai
ACDC
Wang & Zhai + ACDC combined

Table 5.1: Overview of the three experiments we design and perform in this
chapter.

For each of the experiments, we perform two types of evaluation:
• Automatic Evaluation (as described in section 5.1.1 to 5.1.5)
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• User Evaluation (as described in section 5.1.1 to 5.1.6)
In section 5.1 we present the experimental design and settings and in section
5.2 we present and discuss the findings from the above experiments.

5.1

Experimental Design and Settings

In this section we describe how the automatic evaluations and the user
experiments are planned. Section 5.1.1 - 5.1.5 describe settings used in
both the automatic and the user evaluation. Section 5.1.6 describes settings
used only for the user evaluation.

5.1.1

Dataset

5.1.1.1

Data Collection

The dataset consists of user search logs provided by Karnov Group1 , which
is a Danish provider of legal, tax and accounting information. The dataset
consists of logs concerning legal information only, so our experiments are
limited to and focused on the domain of legal content. Karnov provides a
legal search engine that has indexed around 313,783 documents2 . The logs
of this search engine contain information about their users’ searches and
behaviors such as which documents individual user clicked. Specifically interesting is the log entries on user searches (extraction from logs is described
in section 5.1.1.2.1) each including the following information of interest:
1. The query the user submitted to the search engine.
2. The user ID.
3. The session ID.
4. The URL and title of the document(s) that was clicked.
5. The referrer URL, i.e. the URL that brought the user to the particular
page, from which the query can also be identified.
6. A timestamp of when the document was clicked on.
This information can be used to determine the number of searches within
all or a specific session (defined in 5.1.1.2.3). Also the time between each
search can be analyzed and can provide information on the relevance of a
1 http://www.karnovgroup.dk/
2 As

of 4. June 2013
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document e.g. if the user quickly returns to click another document, the
first one might not have been of interest.
The log entries for document clicks (described in section 5.1.1.2.2) contain the following information of interest:
1. The URL of the document, from which document ID and version of
the document can be found.
2. The user ID.
3. The session ID.
4. The referrer URL, i.e. the URL that brought the user to the particular
page. This can be used to obtain the rank of the document related
to the user search.
5. Namespace, which expresses from within which domain the document
was visited.
6. A timestamp of when a document was shown.
This information can additionally be used to find the number of clicked
documents related to a specific query. Counting the number of clicks on a
document, in total, is likewise possible with this data.
Midway in the work of the thesis we received additional log files that
tripled the amount of data for our disposal. The dataset we had until this
point dates from 08/06/2012 to 16/11/2012 and will be referred to as the
earlier dataset. The new full dataset dates from 08/06/2012 to 10/04/2013
and will be referred to as the full dataset. As mentioned in section 5.2 the
full dataset will be applied from the same section onwards, unless otherwise
specified.
The early dataset consists of 324,819 queries amongst which 204,707
are distinct queries. Furthermore there are 99,744 unique terms in 118,485
unique sessions. The average query length is 2.170 terms.
The amount of queries for the full dataset is expanded to 429,308
(+104,489) of which 266,651 (+61,944) are unique. The average query
length barely changed and is now 2.167 (-0.003) terms. An overview of the
time span, number of queries and average query length is shown for the
early and full dataset in table 5.2.

Time span
Queries
Unique queries
Avg. query length

Early dataset
08/06/2012 - 16/11/2012
324,819
204,707
2.170

Full dataset
08/06/2012 - 10/04/2013
429,308
266,651
2.167

Table 5.2: Overview of the early and full dataset.
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The language of the queries is characterized by Danish law terminology
and we further show that the language follows Zipf’s law [40]. Zipf’s law
states that the frequency of any word is inversely proportional to the frequency rank of the word in a language. In other words the most frequent
word occurs roughly twice as often as the second most frequent word and
so on. Furthermore, plotting the frequency and the frequency rank on a
log-log scale should approximately produce a straight line. Figure 5.2 shows
a Zipf-plot of all terms used in the queries. The Zipf-plot is additionally
useful to attain a quick overview of the long tail of words with only one
occurrence. Words occurring only once are called Hapax Legomena, which
for this dataset constitutes 61,985 (62.1%) words out of the total of 99,744
unique words. These words and other words with low occurrence will be
considered as insignificant words, as explained in section 3.4.3.

Figure 5.2: A Zipf-plot of all terms in query collection on a log-log scale illustrating
the occurrences of terms. On the x-axis are the terms ordered by their frequency
rank, and the y-axis show their frequency.

5.1.1.2

Data Preprocessing

The first part of data preprocessing is extracting queries (section 5.1.1.2.1)
and document clicks (section 5.1.1.2.2). We then define sessions and split
them up accordingly to the description in section 5.1.1.2.3. Finally we
perform some filters described in section 5.1.1.2.4.
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Retrieving Queries from Log Files

The log files contain a lot of different information like actions performed,
such as searches, which part of a document is shown, file downloads and
bookmark creations. In order to retrieve the data we are interested in we
have to define some constraints, as follows. Each line in the log files contains
the type attribute telling what action was performed within which area.
Since we are interested in which queries were submitted as search strings,
we will first of all only consider type attributes with the value search#index.
These contain information on all queries, which user searched for it, which
site it was referred from, the domain, session, time etc. As we specified
working only within the domain of law we throw away any logged search
with the attribute namespace being different from jura (EN: law). The
attribute referrer tells us from which page the user came from. As we are
interested only in documents clicked from search result sets, and not clicks
from external links or links within documents, we make sure that the referrer
attribute contains the search and frt. The first one tells us that the user
came from a search and the latter that the user did not use the“I am feeling
lucky”button. We do not consider this type of searches as the user probably
cannot be sure which document he retrieves. Therefore we cannot use that
specific information to identify relevant documents in the models. The last
constraint is that multiple equal queries within the same session shall not
be stored multiple times, as this is just excess data. Instead each query is
stored only once per session.

5.1.1.2.2

Retrieving Documents Clicked from Log files

For the approach of Wang & Zhai we use retrieved queries from the search
log files (see section 5.1.1.2.1), but for ACDC we need to obtain a list of
IDs on layer one and two documents (as defined in section 4.2). We collect
only entries in the search log files where the type attribute, which serves
as an indication for the action performed, is set to document#chunk. This
indicates that the user is viewing a document. We make sure that the log
entry is from within the juridical domain by ensuring that the namespace
attribute reads jura. For the first layer of documents we ensure that the
clicked documents were clicked from a user search by analyzing the referrer
attribute to make certain that /search and frt exist, as described in section
5.1.1.2.1. For layer two documents the referrer attribute is instead investigated for the occurrences of /document/ and frt. The first telling us that
the user came from within a document, where the latter shows that the
document, the user is referred from, was clicked from within a search result
set.

5.1.1.2.3

Defining and Splitting Session

In Wang & Zhai’s approach it is assumed that, for term substitution, the
queries within the same user search session are coherent. According to
Karnov Group, sessions can last up to 24 hours from the moment the user
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signs into the search engine. As long as the user does not close the window,
the sessions can therefore potentially span up to 24 hours long. With a
potential 24 hour long session, we cannot safely assume that queries within
this are related. We therefore need to redefine the sessions. The definition
of a search session is decided as follows; there can be a maximum of five
minutes of idle time between each query. We therefore split sessions that
have more that five minutes between two queries into separate sessions.
We furthermore make sure that the clicked documents have the same
search session as the query that led to the document. This means that there
may be document clicks with more than five minutes of idle time between
each click.
Splitting the sessions using our definition the amount increases from
51,754 to 170,239 for the early dataset. For both this section and section
5.1.1.2.4 we show the changes this causes to the early dataset. Splitting
sessions is described as Split sessions in Table 5.3.
In the user search logs 762,898 document clicks are registered to 77,512
different documents (9.84 clicks per document), however, only 274,332
document clicks share session with a query. This could happen when a
user clicks one of his saved favorite documents or navigates to a document
through content categories.

5.1.1.2.4

Filtering queries, sentences and terms

In this section we describe how queries, used in Wang & Zhai’s approach,
sentences, used in the ACDC approach, and terms are filtered.
By inspecting the queries we notice that there are a lot of very specific
queries, that could look like the following: u1923.636, straffelovens
§75, stk. 1 or l 199 2009-2010. Karnov Group describes these queries
as direct hits, as such queries are likely to produce only one, highly relevant,
retrieved document as a result. These queries are very ill-suited for query
substitution and addition. We make the slightly naive assumption that any
query containing a number or §is a direct hit query, hence we remove these
queries from the dataset. The same is done for sentences from the relevant
documents. This filtering step is described as Remove direct hits in Table
5.3.
Next we remove special characters from terms where they appear as the
first or last character. This is done to make a term like radio- and radio
count as the same term. We furthermore lowercase all terms to ensure no
distinctions between e.g. Radio and radio. This filtering step is described
as Removing special chars. & lower case in Table 5.3.
After filtering the queries and terms we end up with a dataset consisting of 80,812 distinct queries with 11,892 unique terms in 118,082 unique
sessions. Furthermore the filtering of queries and terms affect the number
of document clicks that share a session with a query reducing it by 58,632
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Queries
324,819
-

Unique Qs
204,707
-

218,613
(-106,206)
218,550
(-63)
195,161
(-23,389)

121,833
(-82,874)
119,311
(-2,522)
80,812
(-38,499)

Sessions
118,485
170,239
(+51,754)
127,652
(-42,587)
127,611
(-41)
118,082
(-9,529)

Unique terms
99,744
-

Q length
2.170
-

50,201
(-49,543)
44,630
(-5,571)
11,892
(-32,738)

2.056
(-0.114)
2.050
(-0.006)
1.741
(-0.309)

Table 5.3: The terms left between the different steps of filtering of the queries on
the early dataset.

to 215,700 clicks.
The last filtering step is to only keep salient terms. These are found
as described in section 3.4.3, 4.3.1 and 4.4.3 for Wang & Zhai, ACDC and
the merged approach respectively. This is described as ’Only keep salient
terms’ in Table 5.3.

5.1.2

Query Difficulty

As described in section 2.2.1 IR systems may have a hard time dealing with
difficult queries and it is therefore of interest to handle these queries especially well without worsening the relevance of the documents retrieved for
non-difficult queries. The problem may be particularly aggravated in the
legal domain, where the search task overall is considered to be challenging. We will therefore, for our experiments, focus mainly on improving the
difficult queries (see Figure 5.3).
In this section we define easy, medium and hard queries, which are all
defined based on the search log files described in section 5.1.1.

Figure 5.3: Illustration showing that we only consider hard queries for our experiments.
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Our rationale is as follows: If a user cannot find the information needed
in the top 1-3 ranked results (easy queries) retrieved from a search engine,
he may look at lower ranked results (medium queries). In the worst case
the user reformulates the query and resubmit it to the search engine. In
such cases we assume that the search engine has not delivered satisfactory
results to the particular user’s information need, and the original query is
therefore deemed hard.
Easy and medium queries are found as follows:
1. Select all search sessions which contain only one query.
2. Group the search sessions with the same query together.
3. For each query the rank of its clicked documents are noted.
4. If the average rank of the clicked documents of a query is 1 ≤ avg.
rank ≤ 3 it is considered of easy difficulty and if it is 3 < avg. rank
≤ 25 it is considered of medium difficulty.
The reason for the first point is to keep only queries that have not been
reformulated by the user. If a query has been reformulated by the user, it
is no longer considered easy or medium, as the relevant document(s), the
user is looking for, has not been found. We therefore define these queries
to be easy or medium when the user found what he or she was looking for
within the search result set from the first query written, depending on the
average rank.
Hard queries are basically all the queries that are neither easy or medium.
Our definition is inspired by Wang & Zhai and can be mined in the following
way:
1. Select all search sessions which contain more than one query.
2. Group the search sessions with the same initial query together. These
queries are assumed to be hard.
The hard queries are therefore defined as queries that were reformulated
by the user. This can be also be explained through an example: Let us
assume that we have the following sessions s and queries q in a simplified
log file:
s1: q1
s2: q2
s3: q1
s3: q4
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Sessions are merged together based on their initial query. We end up having
the following queries connected to the sessions:
s1: [q1, q4]
s2: [q2]
Since s1 contains more than one query it is defined as hard. q4 is later used
as a relevant documents to s1, as explained in section 5.1.3. s2 has not
been reformulated and are therefore considered easy or medium, depending
on the rank of q2.

5.1.3

Relevant Documents

Relevance assessment (see section 2.1.3.1.2) is necessary in order to evaluate
retrieval performance. As we do not have manually assessed documents we
must define a way of automatically compute the relevance of them. A
relevant document is connected to a query, based on clicks received from a
search result set of the query. For an easy or medium difficulty query (see
section 5.1.2) a document is relevant if it has received clicks from within
the first page of a search result set retrieved from a search request for the
query. All clicked documents from reformulations we defined to be relevant
to queries of hard difficulty.
A document relevant to a hard query is all clicked documents from
reformulations of that query. This means that no documents from the
search result set from the original query are relevant if the query is hard.

5.1.4

Focus on Top-n Retrieved Documents

To determine the number of retrieved documents we want to consider in
our experiments we look at which rankings the documents have had when
they were clicked. By default 25 retrieved documents are shown on each
page when submitting a query to the Karnov search engine. A total of
86.97% of all document clicks occur among the first 25. To fully justify
only considering the first page of results a significant border of 95% of all
document clicks should be reached. However, analysis show that in order to
reach this border the first 62 ranked retrieved documents must be considered
(see Figure 5.4).
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Figure 5.4: Illustrating the cummulative percentage of the ranks of document
clicks.

However, for computational reasons we will only consider the top 25 retrieved documents to a given query and thereby limit the evaluation metrics
MAP and NDCG to MAP@25 and NDCG@25 respectively, although we will
still refer to them as MAP and NDCG for the remainder of this thesis.

5.1.5

Parameter Setting

For each of the three models we presented, three different parameters are
considered: The smoothing prior µ (described in section 3.1), the threshold
τ (described in section 3.3.1 and 3.3.2 for term substitution and addition
respectively) and the value of k (described in section 3.1). The latter determines the number of terms to be considered to the left or right when
applying the Dirichlet prior smoothing. We set this value to k = 2 (tweaking
this value is discussed in section 6.3.1), so that given a term position wi
the terms at position [wi−2 wi−1 wi+1 wi+2 ] are used to compute a probability
score representing the syntagmatic relationship between terms.
The threshold τ determines a limit for when a suggestion is accepted. A
low threshold leads to more query reformulation suggestions, but of worse
quality. Finding the right balance is therefore crucial in achieving a high IR
effectiveness. This parameter will be determined empirically, separately, for
each of the experiments in the following sections. For each experiment we
test 3-4 different values of τ, each time either doubling or halving the value.
The smoothing prior µ has a noticeable impact on the suggestions computed for a query. The smoothing prior adjusts the maximum likelihood
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estimator to deal with data sparsity (see section 3.1). An empirical study
by Zhai & Lafferty [38] shows that retrieval performance is sensitive to the
setting of an appropriate smoothing prior. It further shows that the Dirichlet smoothing works especially well for short concise queries, compared to
other smoothing methods. Therefore we further explore which value of µ
fits our set of queries the best.
To determine µ we evaluate and analyze the particular query reformulation approach we use for each experiment in order to find the value best
fitted for our dataset. We do this empirically by evaluating the model for
different values of µ on all the standard evaluation metrics, as described in
section 2.1.3.1. The values we use are chosen from a list of 103 different,
used by Zhai & Lafferty [39], as follows: We use every second value to reduce
the time required to compute suggestions, as each may take several hours.
We believe that the overall range of values selected still provides an overview
of how µ variations affect the retrieval performance of the approaches evaluated. The values we use are therefore µ ∈ {500, 1000, 3000, 5000, 10000}.
To evaluate we use the average of five runs, each time selecting 100
random queries that satisfy that the query has at least five suggestions
associated to each value of µ. This way we assume the average of those
5 · 100 = 500 randomly selected queries represent the whole collection.
The steps for tuning both µ and τ is as follows:
• Start with an initial value for τ.
• Compute automatic evaluation for each of the µ-values specified
above.
• Change the τ value and repeat automatic evaluation for each of the
µ-values specified above.
• Do this for four different values of τ unless we judge that increasing
or decreasing the τ will not lead to improvement.
• Analyze the automatic evaluation performance to choose which µ and
τ gives the best results.
The method of parameter tuning described above will be done seperately in
each of the three experiments described next.

5.1.5.1

Parameter Setting Experiment 1: W&Z vs Baseline

To determine the threshold τ (described section 3.3.1, 3.3.2) and the smoothing parameter µ (described in section 3.1) for the approach of Wang & Zhai
we start by considering the amount of query suggestions computed. Table
3

µ ∈ {100, 500, 800, 1000, 2000, 3000, 4000, 5000, 8000, 10000}
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5.4 and 5.5 display an analysis of the generated query suggestions; the average number of query suggestions for each query (column 2), the number of
queries with at least one suggestion (column 3) and the number of queries
with least five suggestions (column 4) for different values of µ (column 1)
for term substitution and term addition respectively. Table 5.5 furthermore
shows what threshold was used when generating the suggestions for term
addition.
µ
500
1,000
3,000
5,000
10,000

Avg. Nr. of Sug.
5.7
5.66
5.44
5.38
5.24

Nr. of Sug
74,282
74,355
74,144
73,933
73,765

5+ Sug
44,061
44,117
42,337
42,004
41,153

Table 5.4: Analysis of the number of suggestions for term substitution for τ =
0.001.

The number of suggestions for term substitution are not influenced noticeably by the higher value of µ, but looking at Table 5.5 we notice that
raising the value of µ substantially decreases the number of suggestions,
for the queries, for term addition. The number of queries with five or more
suggestions also suffers a huge drop in amount. A possible solution to this
would be decreasing the threshold to allow more lower quality suggestions
to be added. This only makes sense if the metrics do not show a noteworthy
drop in score, as we do not want a negative impact on the relevance and
ranking of the documents retrieved.
µ
500
1,000
3,000
5,000
10,000
500
1,000
3,000
5,000
10,000

Avg. Nr. of Sug.
1.51
1.53
1.15
0.23
0.13
1.52
1.54
1.15
0.73
0.46

Nr. of sug
8,593
8,559
7,385
2,624
1,390
8,629
8,594
7,385
5,196
3,181

5+ sug
4,397
4,412
2,902
642
384
4,403
4,434
2,902
1,665
1,045

τ
0.001
0.001
0.001
0.001
0.001
0.0005
0.0005
0.0005
0.0005
0.0005

Table 5.5: Analysis of the number of suggestions for term addition with τ values
0.001 and 0.0005.

Halving the threshold for term addition leads to having more queries with
five suggestions. Furthermore this also produces better results for all values
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of µ, for all precision metrics, as will be shown in the following section. We
use τ = 0.0005 for term addition. For term substitution we simply use the
same threshold as in Wang & Zhai’s setting, which is τ = 0.001.
Determining the best value of µ essentially comes down to the quality
of the results returned when using a particular µ. In Table B.1, B.2 and
B.3 the automatic evaluation results for different values of µ (columns) are
shown for all precision metrics used (rows) for both term substitution and
addition (with two different thresholds).
Table B.1 shows the results from the term substitution. We quickly
realize that for µ-values of 500, 1,000 and 3,000 the results are close. On
average the P@n metric µ = 500 outperforms the other two, µ = 3, 000 is
better on the NDCG and µ = 1, 000 performs bestter on MAP and MRR.
As a value of 5,000 on average is far worse on P@n, we consider only µ
being either 500 or 1,000. As it could be either of these values, the term
addition results will be the deciding factor on the decision of the µ value.
When comparing the term addition results for different values of µ for
τ = 0.001 (Table B.2) and τ = 0.0005 (Table B.3), it is clear that τ = 0.0005
is the better choice. We will therefore only consider Table B.3 for the choice
of µ.
Looking at this table we see that having a value of µ = 500 performs
best on P@n, but gets a bad score on the NDCG metric. For µ = 1, 000
the MRR is best, and for µ = 3, 000 NDCG and MAP perform best. For
term addition we therefore choose between µ being 1,000 or 3,000. As both
term substitution and term addition perform rather well for µ = 1, 000, this
is our final choice for the smoothing prior µ.

5.1.5.2

Parameter Setting Experiment 2: ACDC vs Baseline

To determine the threshold τ (described section 3.3.1 and 3.3.2) and the
smoothing parameter µ (described in section 3.1) for the ACDC model, we
start with the same values found for Wang & Zhai’s approach, as explained
in section 5.1.5.1. All tables in appendix B.2 show the performance results
of either term substitution or term addition for all µ (columns) on all metrics
(rows) for different values of τ. All results are based on a five run average
with 100 queries in each run. However for computation reasons we sample
the 100 queries from a subset of all the hard queries. The subset consists
of 1,000 queries out of 9,808 (10.20%) which are randomly sampled.

5.1.5.2.1

Term Substitution

Figure 5.5 shows the NDCG percentage improvement (y-axis) for each value
of µ (x-axis). Each line represents a different value of τ.
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Figure 5.5: An overview of NDCG improvement for all values of µ and τ for ACDC
term substitution

Table B.6 shows the performance of term substitution with the initial
τ = 0.001. All metrics perform between -1.89% and -62.24% compared to
the original query. Intuitively it makes sense to have a higher threshold in
ACDC as we are building the contextual models based on a larger dataset.
However, to be safe we also check the results for a lower threshold. The
term substitution performance for τ = 0.0005 and for τ = 0.002 are shown
in B.7 and B.5 respectively. For τ = 0.0005 the best µ-value is 500 with
metric scores between -14.80% and 43.57%. For the other µ-values all
precision scores are negative. The results are much better for the higher
threshold τ = 0.002. The metric scores are best for µ = 5, 000 with scores
between 14.18% and 71.12%. We increase the threshold once more to
τ = 0.005. The results are shown in Table B.4. The best scores are for
µ = 500 with scores between 29.60% and 85.88%. The setting outperforms
the µ = 5, 000 and τ = 0.002 setting on all metrics except for P@20. These
are the best results for all the parameter values we have evaluated and we
therefore select µ = 500 and τ = 0.005 for term substitution in ACDC. This
choice is also reflected in Figure 5.5.

5.1.5.2.2

Term Addition

Figure 5.6 shows the NDCG percentage improvement (y-axis) for each value
of µ (x-axis). Each line represent a different value of τ.
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Figure 5.6: An overview of NDCG improvement for all values of µ and τ for ACDC
term addition

Table B.8 shows the results for term addition for τ = 0.0005. All metrics
for all values of µ have a positive improvement. We see that µ = 500 and
µ = 10, 000 perform better. The first performing best on the precision
metrics and the latter performing better on MAP, MRR and NDCG. Even
though the P@5 is important for the top results, the bigger µ has 30%
improvement on MAP and MRR. MRR indicates that a relevant document
is ranked high. Table 5.6 shows the amount of suggestions for the two
values of µ. µ = 500 has 625 (∼32.50%) more queries with suggestions and
1,256 (∼147.50%) more queries with five or more suggestions. A query with
multiple suggestions may contain more relevant suggestions, hence we pick
µ = 500 as the representative for the threshold 0.0005.
Adjusting the threshold may lead to better improvements. From Table
5.5 we see that a high threshold may has an undesired effect on the number
of queries with suggestions. We therefore halve the threshold, as shown in
Table B.9 where we notice that µ = 10, 000 basically outperforms all other
values on almost all evaluation metrics. The only exceptions are precision
at, from 10 to 25. As P@5 represents the relevance of the top ranked results,
this is of higher importance to us, hence µ = 10, 000 is representative for
the threshold 0.00025.
We further lower the threshold, as seen in Table B.10 and B.11, to
observe if the results are getting better. For few values of µ the numbers
get close to the ones already obtained e.g. µ = 3, 000 for the threshold
0.0001 and 0.00005. Lowering the threshold further therefore makes no
sense and we keep those already presented.
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To make the final decision we consider Table 5.6.
t
0.0005
0.00025

µ
500
10,000

Avg. Nr. of Sug.
30.49
21.22

Nr. of Sug
2,548
2,334

5+ Sug
2,107
1,429

Table 5.6: Analysis of the number of suggestions for term addition on the candidates for the sampled set.

Even though µ = 10, 000, for the threshold 0.00025, has higher percentages
of improvement, µ = 500, for the threshold 0.0005, has 214 (∼9.2%) more
queries with suggestions and 678 (∼47.4%) more queries with five or more
suggestions. As the number of suggestions is much higher, we choose the
lower value of µ for the higher threshold as values for term addition for the
ACDC model. These values of µ and τ performs well on the NDG as shown
on Figure 5.6.

5.1.5.3

Parameter Setting Experiment 3: Merged vs Baseline

To determine the threshold τ (described section 3.3.1 and 3.3.2) and the
smoothing parameter µ (described in section 3.1) for the merged W&Z and
ACDC model, we start with the same values we determined for the ACDC
model, as explained in section 5.1.5.2. All tables in appendix B.3 show the
performance results of either term substitution or term addition for all µ
(columns) on all metrics (rows) for different values of τ. All results are
based on a five run average with 100 queries in each run. However for
computation reasons we sample the 100 queries from a subset of all the
hard queries. The subset consists of 1,000 queries out of 10,920 (9.16%)
which are randomly sampled.

5.1.5.3.1

Term Substitution

Figure 5.7 shows the NDCG percentage improvement (y-axis) for each value
of µ (x-axis). Each line represent a different value of τ.
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Figure 5.7: An overview of NDCG improvement for all values of µ and τ for
merged term substitution

Table B.14 shows the performance of term substitution with the initial
τ = 0.005 used in ACDC. Most metric scores for all values of µ has an
improvement over the baseline, but the better scores are found for µ =
1, 000 with scores between 15.81% and 55.62%. Next, we check whether
a higher or lower threshold improves performance. Table B.15 and Table
B.13 show the results for τ = 0.002 and τ = 0.01 respectively. For the lower
threshold µ = 3, 000 performs best with scores between -9.59% and 26.48%
and for the higher threshold µ = 1, 000 performs best with scores between
4.63% and 47.14%. Table B.12 shoes our final attempt in finding the
parameter settings by raising the threshold to τ = 0.05. For this threshold
the best µ = 3, 000 with metric scores between 32.44% and 81.04%. This
outperforms the previous best setting of µ = 1, 000 for τ = 0.005 on all
metrics except NDCG. We therefore choose µ = 3, 000 for τ = 0.05 for the
merged Wang & Zhai and ACDC model for term substitution. Looking at
Figure 5.7 we see that this is indeed one of the selections performing well
on NDCG.

5.1.5.3.2

Term Addition

Figure 5.8 shows the NDCG percentage improvement (y-axis) for each values
of µ (x-axis). Each line represent a different value of τ.
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Figure 5.8: An overview of NDCG improvement for all values of µ and τ for
merged term addition

For the determination of the merged approach we choose a threshold
and explore the surrounding values. For term addition we have chosen the
lower threshold from ACDC candidates (see section 5.1.5.2), as it produces
some good improvements. As the data is reduced, compared to ACDC, as
the result of the scaling, a low threshold may improve the merged approach.
Table B.16 shows the different µ-values for the threshold 0.0025. A value
of 500 produces some great improvements with more than 100% for all
evaluation metrics, except MAP and P@5. As time was an issue for us at this
state, we double and halve this threshold and pick the best value of µ found.
Increasing the threshold (Table B.17) produces impressive improvements for
µ = 3, 000 with more than 100% improvement for all metrics and up to a
186.32% increase for P@5.
Lowering the threshold leads to Table B.18, which overall performs worse
that the two other thresholds presented. We therefore chooke µ = 3, 000
and τ = 0.005.
From Figure 5.8 we see that the combination of µ and τ shown is indeed
to one performing better on the NDCG metric, however we can see that it
spikes. This could illustrate a random selection of queries that perform
extremely well.
It would have been interesting to explore higher values for the threshold,
but time did not allow that.
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User Evaluation
Design of Experiment

As stated in section 2.1.3.2 it is assumed that a change of IR model affects
the results obtained, from the participants. In our experiment we want to
investigate if a query, reformulated by either Wang & Zhai’s model, ACDC
or the merged model, produces a change in relevance of the results that the
original unmodified query does not. Our hypotheses are as following:
• Null hypothesis (H0 ): There is no change in the relevance of the documents retrieved from Karnov’s search engine when using the query
modifications generated by the Wang & Zhai model.
• Alternative hypothesis (H1 ): There is a change in the relevance of
the documents retrieved from Karnov’s search engine when using the
query modifications generated by the Wang & Zhai model.
The same hypotheses apply for the ACDC and the merged model. Having the hypotheses defined we can identify the dependent and independent
variables of the experiment, which must also be clearly defined, as these are
important for what we want to measure and how we do it. We have one
independent variable which is the model applied to change the relevance
of the retrieved documents. Having a single independent variable makes it
easier to tell exactly what changed during the experiment. We also have
only one dependent variable, which is the result sets the participants choose
among to be the most relevant to a given query. This is the only measure
we are interested in as we want to get an idea on whether the participants
find one of the three model’s suggestions more or less relevant.
To define our experiment more clearly we must describe the treatments,
units and assignment model. Our treatments are the models we want to
compare. We will be comparing a baseline, being the results retrieved from
Karnov’s search engine on unmodified queries, with the results retrieved
when applying one of the models. The units of our experiments have been
selected with the one criterion that familiarization with Karnov’s search engine is required. Three participants were selected, all found through personal
relations. The assignment of models will be random in the sense that the
participants are presented to two result sets in the same interface. One to
the right, and one to the left. For each query it will be random if the original
or the reformulated query will be presented right or left in the interface. A
detailed description of the experimental setup is found in section 5.1.6.3.
As we are concerned with a single independent variable and because of
the limited amount of participants at our disposal, we have a within-group
experiment. This means that we risk the participants suffering from fatigue
if exposed to too many queries. As we only have three participants we will
not be able to be evaluate a significant amount of queries, increasing the
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risk of Type 1 and Type 2 errors, and may also contribute to misleading
conclusions. We will therefore use the results from the user experiment
to complement the automatic evaluation to get an idea on how the model
performs and if it matches the same conclusions. The results we get from the
user experiment will not, on its own, be able to draw any final conclusions
on which model results in the most relevant results. The learning effect will
not be of concern as all treatments will be shown at the same time and
the participants must choose between them. Instead we have systematic
errors to worry about. The user may, from the first few top ranked results,
already create an idea on which result set is the most relevant. Lower ranked
documents may therefore either have less influence or not be considered at
all. The validity issues observed in these experiments are discussed in section
6.2.2.

5.1.6.2

The Participants

The participants selected for the evaluation are all, as described, required
to posses a familiarization with Karnov’s search engine. Through personal
relations we have found three persons who have knowledge about the system either through work or courses at the university. The profiles of these
participants are:
Participant 1: Female, 26 years. Uses Karnov’s search engine at work on
a daily basis as business law clerk.
Participant 2: Female, 28 years. Studying law at the University of Copenhagen and familiar with Karnov’s search engine through some courses
at the university.
Participant 3: Male, 28 years. Worked for a public body that enforces the
consumer and competition law and is mainly familiar with Karnov’s
search engine through some courses at the university when studying
law at the University of Copenhagen. The participant is currently
working for a venture capital company involved in legal research.
The low number of participants may introduce random errors, as described in section 2.1.3.2.4, and we are aware of this issue. It is hard to
find expert users in Karnov’s system, so we are limited by this. E.g. if we
wanted to crowdsourcing users online, it is not likely that we would be able
to recruit Danish speaking experts in Karnov’s system.

5.1.6.3

The Experimental Setup

Each user will first receive a short introduction to the experiment where we
specify the format of the experiment and ensure the user that we are not
evaluating them or their skills (see Appendix A).
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The users will have to evaluate 20 pairs of result sets each; 10 for term
substitution and 10 for term addition. Each pair consists of a result set from
an original query and a result set from the same query, reformulated by one
of the models. Each pair of result sets is displayed at the same time and
the participant’s task is to determine and choose the one he or she judges
has the most relevant results. Each of the result pairs will only have the
original query as a headline (see Figure 5.9), so the participant knows the
topic of the result sets, and hence the user can try to assess which kind of
documents are relevant. The order of the result sets will be random.

Figure 5.9: User interface used for the user experiment to evaluate each of the
approaches. The numbers in squares are not shown on the real site but used as
markers on this figure for later reference.

If the user cannot determine which result set fits the original query the
best, he or she can choose to select that neither result set fits better or
worse than the other. If the user does not know the meaning of a query he
or she will be able to skip the query and proceed to a new one. We therefore
need plenty of backup queries to ensure these will not be exhausted.
The layout shown at Figure 5.9 is a remake of Karnov’s website, they
are used to, as shown at Figure 5.10, where most noise have been removed,
such as categories and additional search parameters that can be chosen.
Instead we added icons that can be clicked. The left arrow (1) chooses the
left result set and (3) chooses the right one. If the user cannot decide on
which result set contains the more relevant results (2) shall be clicked. In
case the user does not understand the meaning of the query (4) shall be
chosen, which skips the current query. (5) shows the participants how many
queries have been completed and how many there are in total. This is made
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to not stress the user and all the time let him or her know the progress
made.

Figure 5.10: The user interface to Karnovs search engine.

For the user evaluation we need to log the choices of the user, which also
includes clicks on the cannot-decide button. Skipped queries are not logged
as the result sets of these queries have not been judged. For later improvements this information may be useful in identifying vague or meaningless
queries. To keep the participants anonymous, still having the opportunity
to describe each’s behavior, every one of them is assigned an ID number,
which is logged along with their actions. Furthermore we store data on
which queries are the original (alongside the number of words in it), which
are the term substitutions and which are the term additions, used for later
analysis.

5.1.6.4

Selecting the Queries to Evaluate

We will limit the user evaluation to focus only on hard queries for the
following reasons:
• These queries are the most challenging and hence interesting for query
reformulation methods, explained in section 5.1.2.
• Hard queries provided the best results in the automatic evaluation
(see section 5.2.3.1), and it will therefore be interesting to see if the
users agree with the automatic evaluation results.
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• This choice is also motivated by the wish to save in terms of resources
expended for user evaluation. We only have a limited amount of users
available and we do not want to tire the users with long experiments.
The cases for evaluation will be selected semi-randomly from the hard
queries with a few constraints. We will explain what we mean by semirandomly in the next paragraph. They will further be selected separately
for the term substitution and addition, as very few cases fulfill the following
constraints for both term substitution and addition.
Firstly, we will ensure that the user is presented with both one word and
two word queries to get a good representation of typical queries submitted
to the Karnov search engine, as the average query length is 1.7 (see Table
5.3). Secondly, we only select cases that have at least five query suggestions
for either term substitution or addition and select the best query suggestion
among them. We explain how we define best in the next paragraph.
As the user will be presented with the document results set of the original
query and from one reformulated query, we need to have a method to select
the best query formulation. We use a simple approach that sums all the
metric scores together from the first to the fifth suggestion to create a single
value for each suggestion. We calculate a single value for P@n for all values
of n ∈ {5, 10, 15, 20, 25} by using the average P@n. We then use the query
suggestion that has the highest single value of the sum of P@n, MAP, MRR
and NDCG. An example is shown in Table 5.7.
Metric
P@n
MAP
MRR
NDCG
Overall

Sugg. 1
0.21
0.14
0.23
0.11
0.69

Sugg. 2
0.14
0.32
0.09
0.24
0.79

Sugg. 3
0.29
0.15
0.09
0.19
0.72

Sugg. 4
0.24
0.24
0.21
0.29
0.98

Sugg. 5
0.12
0.04
0.16
0.15
0.47

Table 5.7: How we chose the best query reformulation suggestion. In this example
suggestion 4 is the best.

5.2

Experimental Results

So far we discussed the design and setup of the experiment and will now
present the results of the three experiments performed (section 5.2.3, 5.2.4
and 5.2.5).
Before we present the experimental results, we present the qualitative
analysis (section 5.2.1) that we use to understand our results, and the choice
of how many query suggestion to use for query reformulation (section 5.2.2).
Section 5.2.1 and section 5.2.2 relate to all three experiments described in
68

Experimental Results

Chapter 5. Experimental Evaluation

section 5.2.3 - 5.2.5.

5.2.1

Qualitative Analysis

For each experiment we show the results and perform a qualitative analysis
of the query reformulation suggestion generated each time. First we take a
look at the top-10 most improved queries and then the top-10 most hurt
queries compared to the baseline using the MAP metric scores. Finally we
show the top most substituted or added terms.
To create a top-10 list we must first define how we measure improvement
of a single query in case where either the original or the reformulated query
has 0 as MAP score. To avoid infinite improvement or decline we simply
ignore these cases when computing the top-10 lists. This means that the
best possible improvement would be improving an original query with 1
relevant document on rank 25 (MAP: 1/25) to having 1 relevant document
on rank 1 (MAP: 1/1). That would mean a maximum improvement of
2400%. The top-lists are further generated based on a random subset of
500 queries.
Each row shown for the qualitative analysis contain a query in Danish
(as the original data is Danish) with an English translation beneath. We
translate as best as we can and use an online Danish-English dictionary 4 .

5.2.2

Number of Query Suggestions

Following Wang & Zhai, we evaluate the query suggestions for different
numbers of suggestions m to a query. If the most relevant documents are
returned when only considering one suggestion to a query, that suggestion
is the best possible. When considering two or more suggestions we evaluate
each of the suggestions and pick the best one. This way we can compare
each value of m and locate where it starts not to produce further improvement. Let us assume that we do not observe an improvement from m = 4.
This tells us that the best suggestion is generally found within the first four
suggestions, which is pretty fine. This corresponds to the user having to
examine up to four suggestions for the optimal query suggestion, which we
assume is manageable. For instance, in Google’s current settings they show
exactly 4 suggestions, which supports this assumption (see figure 5.11).
4 http://ordbog.gyldendal.dk/
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Figure 5.11: Screenshot of a Google search with 4 suggestions.
14/06/2013.

Taken on

Figure 5.12 and Figure 5.13 show graphs of the different evaluation
metrics (y-axis) and how they perform for different values of m (x-axis),
for term substitution and addition respectively. For each value of m, 100
random queries were chosen and the average of these are used. For term
addition we evaluated up to a value of m = 20 which means 2,000 randomly
selected queries.
All values of m have at least one suggestion and therefore we can use
the average of all these values for m = 1. We then have the average of
2,000 queries instead of 100. For m = 2 we will have (20 − 1) · 100 = 1, 900
queries and so on. This means the data for low values of m is very smooth
and precise, but as the m-value increases less data is considered making the
graphs more uneven and unprecise.

5.2.2.1

Term Substitution

Looking at all the graphs for term substitution we notice that Wang &
Zhai’s model performs better than the baseline for all values of m on all
metrics (Figure 5.12). For P@n the score keeps improving until m reaches
13-15, for MRR at m = 13, for MAP at m = 10 and for NDCG at m = 15.

5.2.2.2

Term Addition

Looking at all the figures for term addition (see Figure 5.13) we first notice
that Wang & Zhai’s model performs better than the baseline for all values
of m. For P@n the score stops improving at 8-9 suggestions, depending
on the value of N. MAP peaks at m = 16, MRR at m = 15 and NDCG at
m = 18.
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Figure 5.12: Comparing the best metric scores of the top m recommended queries
by term substitution.
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Figure 5.13: Comparing the best metric scores of the top m recommended queries
by term addition.

Overall for term substitution and term addition the scores peak within
the range m = 8 − 18. However, giving the user this many query suggestions
to choose from might be overwhelming, and we therefore choose to set m to
5. Wang & Zhai reported m = 3 for P@5. Why our results are inconsistent
with their findings would be interesting to investigate further, but it is not
within the scope of this thesis. It could however be due to the differences
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in general search and law search domains.

5.2.3

Experiment 1: W&Z vs Baseline

In this section we present the experimental results of Wang & Zhai’s approach (presented in Chapter 3). Section 5.2.3.1 presents the overall results
of the automatic evaluation, section 5.2.3.2 presents the user evaluation
results and section 5.2.3.3 does a qualitative analysis of the most improved
queries and the most hurt queries.

5.2.3.1

Results of Automatic Evaluation

Table 5.8, 5.9, 5.10 and 5.11 show the overall automatic evaluation results
for term substitution and addition for both the early and full dataset. The
columns represent which query difficulty are evaluated (easy, medium or
hard), while the rows represent each evaluation metric. Each cell shows
both the metric score for the baseline (original query) and the reformulated
query with the percentage improvement in parentheses.
Metrics
P@5
P@10
P@15
P@20
P@25
MRR
MAP
NDCG

Easy Queries
0.1169 (Original)
0.0528 (-54.86%)
0.0731 (Original)
0.0379 (-48.1%)
0.0557 (Original)
0.0297 (-46.71%)
0.0465 (Original)
0.0253 (-45.66%)
0.0403 (Original)
0.0219 (-45.6%)
0.361 (Original)
0.1503 (-58.36%)
0.3464 (Original)
0.1448 (-58.2%)
0.4723 (Original)
0.2262 (-52.11%)

Medium Queries
0.0422 (Original)
0.0264 (-37.29%)
0.046 (Original)
0.0242 (-47.46%)
0.0438 (Original)
0.0196 (-55.31%)
0.0396 (Original)
0.0189 (-52.26%)
0.0364 (Original)
0.0172 (-52.65%)
0.0876 (Original)
0.0819 (-6.55%)
0.0908 (Original)
0.0813 (-10.52%)
0.1912 (Original)
0.1452 (-24.05%)

Hard Queries
0.0122 (Original)
0.0205 (+68.25%)
0.0093 (Original)
0.0147 (+57.85%)
0.0079 (Original)
0.0114 (+43.85%)
0.0074 (Original)
0.0104 (+41.19%)
0.0071 (Original)
0.0092 (+30.6%)
0.0337 (Original)
0.0599 (+77.93%)
0.0324 (Original)
0.0592 (+82.79%)
0.0544 (Original)
0.0922 (+69.63%)

Table 5.8: Term substitution overall performance for easy, medium and hard
queries on the early dataset for Wang & Zhai’s approach.
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P@5
P@10
P@15
P@20
P@25
MRR
MAP
NDCG

Easy Queries
0.1174 (Original)
0.0577 (-50.9%)
0.0747 (Original)
0.0402 (-46.17%)
0.057 (Original)
0.0309 (-45.78%)
0.0477 (Original)
0.0271 (-43.08%)
0.0403 (Original)
0.0233 (-42.25%)
0.3676 (Original)
0.1729 (-52.97%)
0.3523 (Original)
0.17 (-51.75%)
0.4666 (Original)
0.2468 (-47.1%)

Chapter 5. Experimental Evaluation
Medium Queries
0.0338 (Original)
0.0328 (-2.76%)
0.0373 (Original)
0.0265 (-28.88%)
0.0356 (Original)
0.0225 (-36.81%)
0.0341 (Original)
0.0202 (-40.67%)
0.0325 (Original)
0.0185 (-43.12%)
0.0869 (Original)
0.1003 (+15.33%)
0.0875 (Original)
0.1004 (+14.65%)
0.1908 (Original)
0.174 (-8.76%)

Hard Queries
0.0226 (Original)
0.0329 (+45.63%)
0.0172 (Original)
0.0241 (+40.22%)
0.0146 (Original)
0.0189 (+29.55%)
0.0136 (Original)
0.0176 (+29.86%)
0.013 (Original)
0.0154 (+18.61%)
0.0527 (Original)
0.0885 (+68.15%)
0.0507 (Original)
0.0855 (+68.78%)
0.0824 (Original)
0.1255 (+52.23%)

Table 5.9: Term substitution overall performance for easy, medium and hard
queries on the full dataset for Wang & Zhai’s approach.

Metrics
P@5
P@10
P@15
P@20
P@25
MAP
MRR
NDCG

Easy Queries
0.0700 (Original)
0.0448 (-35.95%)
0.0414 (Original)
0.0299 (-27.76%)
0.0305 (Original)
0.0237 (-22.40%)
0.0248 (Original)
0.0199 (-19.81%)
0.0205 (Original)
0.0171 (-16.72%)
0.2435 (Original)
0.1528 (-37.26%)
0.2522 (Original)
0.1540 (-38.95%)
0.2975 (Original)
0.2144 (-27.92%)

Medium Queries
0.0148 (Original)
0.0365 (+146.61%)
0.0144 (Original)
0.0285 (+97.66%)
0.0128 (Original)
0.0249 (+94.25%)
0.0108 (Original)
0.0213 (+97.21%)
0.0097 (Original)
0.0192 (+98.51%)
0.0375 (Original)
0.1129 (+201.06%)
0.0366 (Original)
0.1165 (+218.08%)
0.0757 (Original)
0.1834 (+142.34%)

Hard Queries
0.0248 (Original)
0.0636 (+156.63%)
0.0172 (Original)
0.0481 (+179.27%)
0.0147 (Original)
0.0410 (+178.91%)
0.0128 (Original)
0.0358 (+179.10%)
0.0113 (Original)
0.0316 (+179.42%)
0.0769 (Original)
0.1578 (+105.14%)
0.0857 (Original)
0.1736 (+102.52%)
0.1127 (Original)
0.2315 (+105.46%)

Table 5.10: Term addition overall performance for easy, medium and hard queries
on the early dataset for Wang & Zhai’s approach.
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Easy Queries
0.0484 (Original)
0.0390 (-19.35%)
0.0282 (Original)
0.0257 (-9.04%)
0.0204 (Original)
0.0193 (-5.33%)
0.0161 (Original)
0.0162 (+0.47%)
0.0136 (Original)
0.0143 (+4.84%)
0.1923 (Original)
0.1471 (-23.51%)
0.1959 (Original)
0.1470 (-24.97%)
0.2240 (Original)
0.2015 (-10.02%)

Medium Queries
0.0116 (Original)
0.034 (+192.84%)
0.0086 (Original)
0.0239 (+177.62%)
0.0068 (Original)
0.0199 (+193.16%)
0.0061 (Original)
0.0171 (+180.62%)
0.0056 (Original)
0.0149 (+165.23%)
0.0248 (Original)
0.1016 (+336.11%)
0.0245 (Original)
0.1067 (+309.90%)
0.0488 (Original)
0.1621 (+232.28%)

Hard Queries
0.0364 (Original)
0.0703 (+93.08%)
0.0232 (Original)
0.0538 (+131.76%)
0.0192 (Original)
0.0452 (+135.59%)
0.0182 (Original)
0.0391 (+115.10%)
0.0170 (Original)
0.0343 (+101.99%)
0.0907 (Original)
0.1896 (+108.97%)
0.1075 (Original)
0.2103 (+95.65%)
0.1345 (Original)
0.2611 (+94.15%)

Table 5.11: Term addition overall performance for easy, medium and hard queries
on the full dataset for Wang & Zhai’s approach.

Both for term substitution and addition the improvements increased for easy
and medium queries between the smaller and bigger data set. For the hard
queries a slight drop in improvement is observed. One explanation is that
some easy and medium queries are now considered hard, as explained in
section 6.1. Table 5.12 illustrates the distribution of queries on the smaller
and bigger data set for easy, medium and hard difficulty queries.
Difficulty
Hard Queries
Easy Queries
Medium Queries
Total Queries

Early dataset
13,407 (35.40%)
12,623 (33.33%)
11,841 (31.27%)
37,871

Full dataset
16,821 (40.73%)
12,632 (30.59%)
11,848 (28.69%)
41,301

Table 5.12: Distribution of the difficulty of queries on the early and full dataset.

The number of hard queries increased by 3,414 while it for easy and medium
basically did not change. The distribution however changed, which could
indicate that many new hard queries, that were neither easy nor medium
before, are added. This does however not corresponds to the improvement
increase for medium and easy queries, as seen in Table 5.9 and Table 5.11.
Previous medium and, especially, easy queries which are now hard queries
will have a negative impact on the increase for hard queries as these already
do not improve as much. When all these newcomers to the hard difficulty
queries are removed from the easy and medium groups, the two groups are
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obviously under the opposite effect, hence increasing the improvements.

5.2.3.2

Results of User Evaluation

Based on the data collected (available in section C.1) from the user experiment (as described in section 5.1.6.3) we extracted information on the votes
from each participant. Table 5.13 shows how the votes were distributed on
the participants.
Model
Original
Wang & Zhai
Neither

User 1
16/20 (80.0%)
1/20 (5.0%)
3/20 (15.0%)

User 2
9/20 (45.0%)
6/20 (30.0%)
5/20 (25.0%)

User 3
8/20 (40.0%)
6/20 (30.0%)
6/20 (30.0%)

Overall
33/60 (55.0%)
13/60 (21.7%)
14/60 (23.3%)

Table 5.13: Distribution of user votes between the original query and the reformulated query by the Wang & Zhai approach.

All three favor the result set of the original query over the reformulated
ones with 33 votes out of 60. Especially the first participant’s votes on
the original in 16 of the 20 cases are spectacular, as neither of the other
two come close to this number. They, however, have close to the same
distribution of votes.
Our data also enables us to analyze the distribution of votes on original
queries of different number of words for either term substitution (Table 5.14)
and term addition (Table 5.15).
Model
Original
W & Z Substitution
Neither

One-worded queries
4/5 (80.0%)
0/5 (0.0%)
1/5 (20.0%)

Two-worded queries
11/23 (48.8%)
4/23 (17.4%)
8/23 (34.8%)

All queries
15/28 (53.57%)
4/28 (14.29%)
9/28 (30.03%)

Table 5.14: User evaluation results divided up in one and two-worded original
queries for Wang & Zhai’s term sustitution.

Model
Original
W & Z Addition
Neither

One-worded queries
18/32 (56.3%)
9/32 (28.1%)
5/32 (15.6%)

Two-worded queries
0/0
0/0
0/0

All queries
18/32 (56.3%)
9/32 (28.1%)
5/32 (15.6%)

Table 5.15: User evaluation results divided up in one and two-worded original
queries for Wang & Zhai’s term addition.

An interesting observation is that none of the one-worded term substitution
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suggestions received a vote. However the participants could not decide on
eight of the cases with two-worded original queries opposed to 11 votes of
the original for the same number of words. For term addition it is remarkable
that no two-worded queries were a part of the experiment. This issue is
discussed in section 6.1.
Table 5.16 shows the automatic evaluation metric scores (rows) of the
reformulated queries for both term substitution and addition (columns) that
were evaluated through the user evaluation.
Metric
P@5
P@10
P@15
P@20
P@25
MRR
MAP
NDCG

Term Substitution
0.00%
0.00%
0.00%
0.00%
0.00%
-27.14%
-10.22%
-12.33%

Term Addition
-40.00%
-12.50%
10.00%
8.33%
15.38%
-35.75%
-61.18%
8.28%

Table 5.16: The evaluation metric scores of the user evaluated queries generated
by the Wang & Zhai’s approach.

These result do not reflect and are much lower than the results reported
in Table 5.9 and 5.11 for term substitution and addition. A possible explanation for this is discussed in section 6.2.2.

5.2.3.3

Qualitative Analysis of Query Suggestions

In this section we perform a qualitative analysis of the query reformulation
suggestion generated by Wang & Zhai’s approach. Table 5.17 and 5.18 show
top-10 improved and top-10 hurt queries for term substitution. Column 1
shows the original query, column 2 the reformulated query and column 3
shows the improvement measured in MAP, as explained in section 5.2.1.
As we do not have the required knowledge on juridical terms we have
a hard time judging whether a reformulation makes sense in the context.
From Table 5.17 we have an example of a query that is changed into something of opposite meaning, though the term substituted fits perfectly in the
same context; the query opsigelse tidsbegrænset lejemål. Both opsigelse and aftale fits in the same sentences but have obviously different
meaning. Substituting one with the other may have a dramatic effect on
the meaning of the query. The query with the highest improvement makes
to some extent sense. Marriage and co-ownership can mean the same when
addressing e.g. joint economy. Still, as mentioned, we may not have the
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necessary knowledge to conclude this.
Original query
vederlag ægteskab
EN: compensation marriage
dødsboskifte skat
EN: administration of estate tax
fristoverskridelse processkrift
EN: belated procedural document
ansættelse loyalitet klausul
EN: employment loyalty clause
fond lån uddeling
EN: Fund loan distribution
kassekredit kaution
EN: overdraft surety
tabt frifindelse siden
EN: lost acquittal since
klage indenfor sundhedsvæsenet
EN: complaint within health care
retsfortabende passivitet
EN: forfeited passivity
opsigelse tidsbegrænset lejemål
EN: termination fixed-term lease

Reformulated Query
vederlag sameje
compensation co-ownership
dødsbo skat
estate tax
udeblivelse processkrift
absence procedural document
bortvisning loyalitet klausul
expulsion loyalty clause
ansvarlig lån uddeling
responsible loan distribution
omstødelse kaution
annulment surety
tabt frifindelse avance
lost acquittal profit
klage erstatningsadgang sundhedsvæsenet
complaint compensation health care
retsfortabende opsigelse
forfeited termination
aftale tidsbegrænset lejemål
agreement fixed-term lease

Improvement (MAP)
2200.00%
800.00%
667.74%
637.70%
600.00%
274.69%
150.00%
150.00%
142.07%
100.00%

Table 5.17: Top-10 most improved query reformulations by Wang & Zhai’s term
substitution measured by MAP

Original query
regres færdselsloven
EN: recourse traffic law
kørekort bedrageri
EN: driver’s license fraud
ændring visse forbrugeraftaler
EN: change certain consumer contracts
kæreafgift anke
EN: appeal fee appeal
bristede
EN: shattered
pant benzin
EN: deposit gasoline
bekendtgørelse eksplosivstoffer
EN: proclamation explosives
overarbejde konkurs
EN: overtime bankruptcy
kære anke samme sag
EN: appeal appeal same case
enig anbringender
EN: agree pleas

Reformulated Query
forsikring færdselsloven
insurance traffic law
kørekort tyveri
driver’s license theft
ændring visse forbruger
change certain consumer
kæreafgift kære
EN: appeal fee appeal
forudsætninger
EN: assumptions
pant forsøg
EN: deposit attempt
erhvervelse eksplosivstoffer
EN: acquisition explosives
overarbejde modregning
EN: overtime offsetting
salær anke samme sag
EN: commission appeal same case
tiltræde anbringender
EN: join pleas

Improvement (MAP)
-90.00%
-80.00%
-75.00%
-75.00%
-75.00%
-70.00%
-70.00%
-65.71%
-33.33%
-17.65%

Table 5.18: Top-10 most hurt query reformulations by Wang & Zhai’s term
substitution measured by MAP

The most improved and hurt queries for term addition are shown in
Table 5.19 and Table 5.20.
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Original query
spil
EN: game
kontraktsinteresse
EN: contract interest
dagpenge
EN: daily cash benefit
facebook
EN: facebook
funktionærloven
EN: salaried employees act
kaution
EN: bail
entreprenør
EN: entrepreneur
rekvirentsalær
EN: consignor fee
vandløb
EN: streams
kundeklausul
EN: solicitation clause

Reformulated Query
afgift spil
EN: game charge
rente kontraktsinteresse
EN: rate contract interest
fradrag dagpenge
EN: deduction daily cash benefit
facebook billeder
EN: facebook pictures
handicap funktionærloven
EN: disability salaried employees act
kaution henstand
EN: bail deferred
entreprenør garanti
EN: entrepreneur guarantee
rekvirentsalær konkurs
EN: consignor fee bankruptcy
offentlige vandløb
EN: public streams
kundeklausul cvr
EN: solicitation clause cvr

Improvement (MAP)
2200.00%
2000.00%
1100.00%
1000.00%
820.11%
750.00%
740.00%
712.50%
687.50%
650.00%

Table 5.19: Top-10 most improved query reformulations by Wang & Zhai’s term
addition measured by MAP

Original query
private
EN: private
afpresning
EN: blackmail
våben
EN: weapon
udlevering
EN: extradition
forvaltning
EN: management
design
EN: design
ekspropriation
EN: expropriation
selskabsskatteloven
EN: corporation tax
markedsføringsloven
EN: marketing act
mandatar
EN: agent

Reformulated Query
bom private
EN: barrier private
samme afpresning
EN: same blackmail
våben kniv
EN: weapon knife
nordisk udlevering
EN: nordic extradiction
begunstigende forvaltning
EN: favorable management
beskyttelse design
EN: protection design
byfornyelse ekspropriation
EN: city renewal expropriation
selskabsskatteloven afgift
EN: corporation tax charge
markedsføringsloven kommentar
EN: marketing act comment
mandatar afskedigelse
EN: agent dismissal

Improvement (MAP)
-95.45%
-91.88%
-91.11%
-90.00%
-88.00%
-87.50%
-86.97%
-80.59%
-78.57%
-78.38%

Table 5.20: Top-10 most hurt query reformulations by Wang & Zhai’s term
addition measured by MAP
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The top improved reformulations for term addition do in some cases make
immediate sense, e.g. the reformulation of facebook into facebook billeder.
When Facebook and Instagram changed their terms to basically own all
rights to pictures uploaded5 , many feared that their pictures would be sold
by the companies. This relation explains the large improvement of the query.
In Table 5.20 multiple queries, before reformulation, are not specific. The
worst being private which is very general and appears in many different
contexts. It is therefore really hard to provide meaningful suggestions, thus
the statistically most likely term bom is added.
An analysis of the terms that appears most frequent in the top five
suggestions can give an idea of which terms affect the improvements the
most, as a term occurring often may also be picked as the best suggestion
more often, hence having a bigger impact on the evaluation metric scores.
Table 5.21 shows the top terms suggested for query modification for the
top five suggestions for term substitution and addition.
Top substitution terms
konkurs (18.84%)
EN: bankruptcy
ansvar (17.88%)
EN: responsibilty
opsigelse (16.73%)
EN: termination
aftale (15.11%)
EN: agreement
ved (14.31%)
EN: by
mangler (12.5%)
EN: missing
bil (11.08%)
EN: car
leje (10.04%)
EN: rent
fast (9.64%)
EN: fixed
passivitet (8.51%)
EN: passivity

Top addition terms
forældelse (3.36%)
EN: obsolescence
ansvar (3.2%)
EN: responsibility
opsigelse (2.82%)
EN: termination
vold (2.71%)
EN: violence
konkurs (2.57%)
EN: bankruptcy
bil (2.53%)
EN: car
fast (2.5%)
EN: fixed
ved (2.46%)
EN: by
bekendtgørelse (2.46%)
EN: decree
aftale (2.28%)
EN: agreement

Table 5.21: Top substitution replacements and top added terms among the top-5
query formulation suggestions generated by W&Z.

The term konkurs replaces an original term in 18.84% of the top five suggestions, hence the term may have a big impact on the general performance
of the evaluation metrics of term substitution. If it is indeed a term that fit
5 Article about the change (in Danish): http://politiken.dk/tjek/digitalt/internet/ECE1846826/instagramog-facebook-afviser-salg-af-brugernes-billeder/
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in the context this will improve the model, but a term like ved is basically
a stop word and most likely do not contribute to improve a query. For term
substitution it is the fifth most used term and for addition it is the eighth
most added. As the term intuitively worsen the query and appear as often
as it does, it may have a big negative impact on the evaluation scores.

5.2.4

Experiment 2: ACDC vs Baseline

In this section we present the experimental results of the ACDC approach
(presented in Chapter 4). Section 5.2.4.1 presents the overall results of the
automatic evaluation, section 5.2.4.2 presents the user evaluation results
and section 5.2.4.3 does a qualitative analysis of the most improved queries
and the most hurt queries.

5.2.4.1

Results of Automatic Evaluation

As described in section 5.1.5.2 the values of µ and τ were determined for
term substitution and addition on a subset of queries. Query reformulation
suggestions for the full set of queries were computed and the experiment
repeated only on hard queries for the values determined. The improvements
for term substitution on the full set is presented for the different metrics in
Table 5.22.
The improvement on the evaluation metrics of ACDC over the baseline
ranges between 6.47% to 58.83% and performs worse on all metrics except
P@10 (5.5% improvement) compared to the samples from the subset of
hard queries when the µ and τ was found (see Table B.4). MAP performs
a whole 59.84% worse on the full dataset compared to the sampled subset.
The drop in performance may be explained by a rather unfortunate random
sampling of the subset, causing the high improvement scores
It is interesting to notice that both the full set and subset have comparably high values for P@5 and MRR. One possible explanation for this
could be that generating terms for substitution or addition from clicked
documents could push some of these clicked documents to a top-5 position
as the query become more specific. At the same time, specifying the query
like this might also push other clicked documents to a lower ranking, which
could be an explanation why the other P@n scores are lower.
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Metric
P@5
P@10
P@15
P@20
P@25
MAP
MRR
NDCG

Improvement
0.0106 (Original)
0.0169 (+58.83%)
0.01 (Original)
0.0151 (+50.58%)
0.0107 (Original)
0.013 (+21.89%)
0.0101 (Original)
0.0114 (+13.78%)
0.0094 (Original)
0.01 (+6.47%)
0.0261 (Original)
0.0304 (+16.26%)
0.035 (Original)
0.0493 (+40.73%)
0.0604 (Original)
0.0765 (+26.7%)

Table 5.22: Term substitution run on the full dataset for ACDC, for µ = 500 and
τ = 0.005.

The improvements for term addition on the full set is presented for the
different metrics in Table 5.23.
Metric
P@5
P@10
P@15
P@20
P@25
MAP
MRR
NDCG

Improvement
0.0175 (Original)
0.0386 (+120.54%)
0.0117 (Original)
0.0277 (+136.51%)
0.0092 (Original)
0.0228 (+148.29%)
0.0077 (Original)
0.0195 (+151.36%)
0.007 (Original)
0.017 (+141.13%)
0.0394 (Original)
0.0631 (+60.38%)
0.0631 (Original)
0.1144 (+81.31%)
0.0799 (Original)
0.1565 (+95.86%)

Table 5.23: Term addition run on the full dataset for ACDC, for µ = 500 and
τ = 0.0005.
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Improvements can be seen on all metrics with up to 151.36% improvement
on the P@20 metric. Lowest improvement is MAP with an increase of
60.38%. When we compare to the numbers computed from the sample
(Table B.8) we notice that all values dropped with up to 20% on most
metrics, except for P@10-P@25, which increased. This may be caused by the
nature of random sampling. Table 5.23 should have the best representation
of real improvements.
The precision metrics have, compared to the remaining metrics, a rather
big improvement. This indicates that the ranking of relevant documents in
general is higher, which make the lower MRR improvement interesting. As
the number of relevant documents increase it is expected that the first
relevant document found also ranks higher. However the lower increase in
MRR does not corresponds with this. A possible explanation would be that
lower ranked relevant retrieved documents enters the bottom of the limit
of a precision metric, e.g. a search result set has a relevant document at
rank six for the original search engine. After reformulating the query the
relevant document has rank five, which is just enough to improve P@5 by a
lot, since it did not contain any relevant documents for the original query.
However, as the rank only changes one position, MRR do not increase as
much.

5.2.4.2

Results of User Evaluation

The complete list of votes can be seen in section C.2. The number of
votes on the original query, the reformulated query or neither in the user
experiment, as described in section 6.2.2, for the ACDC approach are shown
in Table 5.24.
Model
Original
ACDC
Neither

User 1
9/20 (45.00%)
6/20 (30.00%)
5/20 (25.00%)

User 2
10/20 (50.00%)
4/20 (20.00%)
6/20 (30.00%)

User 3
6/20 (30.0%)
7/20 (35.0%)
7/20 (35.0%)

Overall
25/60 (41.67%)
17/60 (28.33%)
18/60 (23.30%)

Table 5.24: Distribution of user votes between the original query and the reformulated query by the ACDC approach.

Overall the original queries received the most votes, which is of no surprise
as will be discussed in section 6.2.2. Interesting is it that a single participant
chose the result set retrieved from the modified query over the original one.
That we did not see in the first experiment.
Additional analysis on the results lead to Table 5.25 and Table 5.26,
showing the number of votes on term substitution and addition respectively,
split up in original query length.
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One-worded queries
4/7 (57.14%)
1/7 (14.29%)
2/7 (28.57%)

Two-worded queries
10/18 (55.56%)
3/18 (16.67%)
5/18 (27.78%)

All queries
14/25 (56.00%)
4/25 (16.00%)
7/25 (28.00%)

Table 5.25: User evaluation results divided up in one and two-worded original
queries for ADCD’s term sustitution.

Model
Original
ACDC Addition
Neither

One-worded queries
11/35 (31.43%)
13/35 (37.14%)
11/35 (31.43%)

Two-worded queries
0/0
0/0
0/0

All queries
11/35 (31.43%)
13/35 (37.14%)
11/35 (31.43%)

Table 5.26: User evaluation results divided up in one and two-worded original
queries for ACDC’s term addition.

It is interesting to see how the term addition gets such a high percentage of
votes compared to term substitution. As will be discussed in section 6.2.1
this can be caused by one worded queries being more ambiguous. Adding
something to one term may therefore clarify what information is relevant to
the user. When replacing a one worded query it may happen that the new
term does not have the same meaning. It is also interesting that queries with
a term added have more votes than original queries. That the participants
could not decide on the most relevant result set in approximately one third
of all queries tells that the reformulated queries are close to as relevant as
the original ones.
Table 5.27 shows the automatic evaluation metric scores (rows) of the
reformulated queries for both term substitution and addition (columns) that
were evaluating through the user evaluation.
Metric
P@5
P@10
P@15
P@20
P@25
MRR
MAP
NDCG

Term Substitution
0.00%
400.00%
807.14%
421.43%
292.86%
636.26%
561.42%
238.49%

Term Addition
200.00%
175.00%
95.83%
118.52%
143.98%
151.15%
145.39%
134.10%

Table 5.27: The evaluation metric scores of the user evaluated queries generated
by the ACDC approach.
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The result of term substitution do not reflect and are much higher than
the results reported in Table 5.22. A possible explanation for this is will be
discussed in section 6.2.2. For term addition the automatic metric results
are in the same order of magnitude as the ones calculated for the whole set
in table 5.23.

5.2.4.3

Qualitative Analysis of Query Suggestions

For term substitution the top 10 most improve query reformulations for the
random sample we picked from the full set of hard queries, and the top 10
most hurt hard queries are listed in Table 5.28 and Table 5.29 respectively.
Original query
opsættende virkning kære
EN: suspensive effect appeal
uberettiget bortvisning
EN: unjustified dismissal
inddrivelse skatter afgifter
EN: recovery tax charges
administration ældreboliger
EN: administration senior housing
omlevering forbrugerkøb
EN: redelivery consumer goods
statens tjenestemænd grønland
EN: state officials Greenland
deling pensioner
EN: sharing pensions
drives forretningsmæssigt dsb
EN: operated commercially dsb
udøve konkurs
EN: exercise bankruptcy
virke dørmænd
EN: work doorman

Reformulated Query
ansvar virkning kære
EN: responsibility effect appeal
arbejde bortvisning
EN: work dismissal
inddrivelse skatter leje
EN: recovery tax rent
modregning ældreboliger
EN: offsetting senior housing
mangler forbrugerkøb
EN: missing consumer goods
statens afskedigelse grønland
EN: state dismissal Greenland
ægtepagt pensioner
EN: prenuptial pensions
selskabets forretningsmæssigt dsb
EN: company commercially dsb
opsigelse konkurs
EN: cancellation bankcruptcy
rette dørmænd
EN: appropriate doorman

Improvement (MAP)
950.00%
900.00%
381.25%
250.00%
200.00%
187.58%
157.14%
150.00%
125.00%
91.94%

Table 5.28: Top-10 most improved query reformulations by ACDC’s term substitution measured by MAP

It is really hard for us to determine if the reformulated queries are as
good or bad. The reformulation of deling pensioner into ægtepagt
pensioner does in some way make sense, while the suggestion arbejde
bortvisning to the original query uberettiget bortvisning is hard to
judge; and both are in the list of most improved queries. From the list of
most hurt queries most do not make immediate sense to us, however that
a query like leasing anbragt has a negative impact compared to lease
anbragt as they share the same meaning. This may happen due to the
term lease being used more often than leasing in documents.
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Original query
fejlagtig sagsomkostninger
EN: erroneous legal costs
lønmodtageres retsstilling
virksomhedsoverdragelse
EN: employees’ rights business transfer
patienters retsstilling
EN: patients’ rights
lease anbragt
EN: lease placed
indsigelse rekonstruktion
EN: object reconstruction
mortifikation retsafgift
EN: cancellation court fee
fællesbo skifteloven
EN: community property law change
tjener funktionær
EN: earn/servant officer
regreskrav spirituskørsel
EN: recourse drunk driving
arveret
EN: inheritance rights

Reformulated Query
modregning sagsomkostninger
EN: offsetting legal costs
lønmodtageres retsstilling
afskedigelse
EN: employees’ rights dismissal
patienters udlejer
EN: patients’ landlord
leasing anbragt
EN: leasing placed
direkte rekonstruktion
EN: direct reconstruction
mortifikation forældremyndighed
EN: cancellation custody
skifte skifteloven
EN: change law change
løn funktionær
EN: salary officer
erstatningsansvar spirituskørsel
EN: liability drunk driving
arv
EN: inheritance

Improvement (MAP)
-93.33%
-90.91%

-88.57%
-80.00%
-53.85%
-44.44%
-33.33%
-15.38%
0.00%
0.00%

Table 5.29: Top-10 most hurt query reformulations by ACDC’s term substitution
measured by MAP

For term addition the top 10 most improve query reformulations for the
random sample we picked from the full set of hard queries, and the top 10
most hurt hard queries are listed in Table 5.30 and Table 5.31 respectively.
Original query
konkursregulering
EN: bankruptcy regulation
forordningen
EN: regulation
beskikkelse
EN: bribery
opfindelser
EN: inventions
steen
EN: steen
lønmodtageres
EN: employees’
betalingskort
EN: debit card
ussing
EN: ussing
ejendomsforbehold
EN: retention of ownership
aktionær
EN: shareholder

Reformulated Query
konkursregulering sale
EN: bankruptcy regulation halls
bruxelles forordningen
EN:Brussels regulation
beskikkelse advokat
EN: bribery lawyer
opfindelser forskningsinstitutioner
EN: inventions research institutions
steen rønsholdt
EN: steen rønsholdt
lønmodtageres retsstilling
EN: employees’ rights
aflæsning betalingskort
EN: reading debit card
ussing køb
EN: ussing buy
forbrugerkøb ejendomsforbehold
EN: consumer purchases retention of ownership
aktionær adgang
EN: shareholder access

Improvement (MAP)
2400.00%
2300.00%
2300.00%
2200.00%
2000.00%
1800.00%
1800.00%
1475.00%
1300.00%
1300.00%

Table 5.30: Top-10 most improved query reformulations ACDC’s by term addition
measured by MAP
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færdsel
EN: traffic
frakendelse
EN: suspension
forvaltningslovens
EN: administrative procedures’
kildeskat
EN: withholding tax
færdselslovens
EN: road traffic act
skattekontrolloven
EN: tax control act
grundloven
EN: constitution
købelov
EN: sales law
byggeloven
EN: building act
betalingstjenester
EN: payment services

Chapter 5. Experimental Evaluation
Reformulated Query
tæt færdsel
EN: close traffic
ubetinget frakendelse
EN: unconditional suspension
forvaltningslovens partsbegreb
EN: administrative procedures’ part concept
indkomstmodtager kildeskat
EN: income earner withholding tax
regres færdselslovens
EN: recourse road traffic act
skattekontrolloven mulighed
EN: tax control act opportunity
fortolkning grundloven
EN: interpretation constitution
nordisk købelov
EN: nordic sales law
påbud byggeloven
EN: injunction building act
visse betalingstjenester
EN: certain payment services

Improvement (MAP)
-96.00%
-96.00%
-94.12%
-94.12%
-93.75%
-93.33%
-92.86%
-92.31%
-91.67%
-91.30%

Table 5.31: Top-10 most hurt query reformulations by ACDC’s term addition
measured by MAP

As already mentioned, it is really hard for us to determine if the reformulated queries are as good or bad as the numbers say, e.g. the term steen (a
forename) has rønsholdt (a surname) added and yields 2000% improvement. We have no knowledge on whether the most interesting steen is the
rønsholdt one, except that our model, built on statistics, says so. From
the list of hurt queries we could image that a suggestion such as påbud
købeloven makes sense, however the evaluation metric MAP states otherwise. It is difficult to make a qualified guess on whether this is indeed a bad
suggestion to a user of the search engine.
The improvement on some of the changes that at first glance do not
contain much sense to us is caused by queries that have only one relevant
document, which has rank 25. After the query reformulation a relevant
document now has rank one. This could happen to rarely written queries
where possibly only one, or very few, document(s) has been clicked.
As mentioned in section 5.2.3.3 an analysis of the terms that appears
most frequent in the top five suggestions can give an idea of which terms affect the improvements the most. Table 5.32 shows the top terms suggested
for query modification for the top five suggestions for term substitution and
addition.
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Top substitution terms
leje (18.28%)
EN: rent
ansvar (17.97%)
textitEN: responsibility
opsigelse (15.9%)
textitEN: payment
arbejde (15.58%)
textitEN: work
aktier (14.47%)
textitEN: stocks
bil (13.51%)
textitEN: car
mangler (13.04%)
textitEN: missing
modregning (11.45%)
textitEN: offsetting
konkurs (10.81%)
textitEN: bankcruptcy
sagsomkostninger (10.65%)
textitEN: legal costs

Top addition terms
ændring (1.75%)
EN: change
manglende (1.18%)
EN: missing
betaling (1.09%)
EN: payment
mellem (1.04%)
EN: between
bekendtgørelse (0.99%)
EN: decree
ved (0.95%)
EN: by
fast (0.95%)
EN: fixed
visse (0.95%)
EN: certain
forsøg (0.95%)
EN: attempt
køb (0.95%)
EN: buy

Table 5.32: Top substitution replacements and top added terms among the top-5
query formulation suggestions generated by ACDC.

The top added terms are mostly very broad terms or terms that we cannot
imagine will provide an increase in the meaning of any query. The majority
of the substitute terms do seem to be words that could improve the understanding of a query. Is it however worrying that such high percentages
of the hard queries have these terms in their top five suggestions, as it is
highly unlikely that these terms fits such a high percentage of the queries,
and because it may have a high impact on the evaluation scores.

5.2.5

Experiment 3: W&Z + ACDC vs Baseline

In this section we present the experimental results of the merged Wang &
Zhai and ACDC approach described in section 4.4. Section 5.2.5.1 presents
the overall results of the automatic evaluation, section 5.2.5.2 presents the
user evaluation results and in section 5.2.5.3 we analyze the query suggestions.
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Results of Automatic Evaluation

The term substitution results, on the full set with µ = 3, 000 and τ = 0.05,
are presented in Table 5.33. As with the term substitution for ACDC the
results are again much lower than the randomly sampled subset for the same
parameter settings in Table B.12. This time the difference in performance
is even greater, which very likely could mean that another parameter setting
could have produced better results, however time prevents us from investigating this further. Once again P@5 and MRR perform comparably well,
which again supports the idea that including clicked documents might push
some of the documents to a high position while other documents do not
improve their ranking much as the query becomes too specific.
Metric
P@5
P@10
P@15
P@20
P@25
MAP
MRR
NDCG

Improvement
0.0156 (Original)
0.0188 (+20.6%)
0.0114 (Original)
0.0138 (+21.03%)
0.0104 (Original)
0.0111 (+7.03%)
0.0096 (Original)
0.0097 (+1.85%)
0.0082 (Original)
0.0085 (+3.93%)
0.0197 (Original)
0.0302 (+53.11%)
0.0327 (Original)
0.0567 (+73.34%)
0.0553 (Original)
0.0761 (+37.52%)

Table 5.33: Term substitution overall performance for hard queries on the full
dataset for the merged model for µ = 3, 000 and τ = 0.05.

Based on the randomly sampled subset of hard queries for term addition,
as presented in Table B.17, the values of µ and τ were determined to have
the optimal values of 3,000 and 0.0005 respectively. Using the full set of
hard queries for these values yield the improvements shown in Table 5.34.
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Metric
P@5
P@10
P@15
P@20
P@25
MAP
MRR
NDCG

Improvement
0.0195 (Original)
0.0395 (+102.13%)
0.0133 (Original)
0.0271 (+103.22%)
0.0111 (Original)
0.0221 (+99.75%)
0.0091 (Original)
0.0186 (+103.51%)
0.0082 (Original)
0.0168 (+105.02%)
0.0409 (Original)
0.062 (+51.58%)
0.0624 (Original)
0.1132 (+81.29%)
0.0818 (Original)
0.1574 (+92.51%)

Table 5.34: Term addition overall performance for hard queries on the full dataset
for the merged model for µ = 3, 000 and τ = 0.0005.

The table shows improvement on all metrics, spanning from 51.58% on MAP
to 105.02% on P@25. Compared to the sampled set’s improvements, the
improvements almost halves. This can be caused by the random sampling
where the majority of sampled queries were improved a lot, as illustrated in
Figure 5.8. Using the full set should give a more precise representation of
the actual improvements of the queries.

5.2.5.2

Results of User Evaluation

The results of the user experiment (found in section C.3) described in section
6.2.2 for the merged approach are shown in Table 5.35.
Model
Original
W&Z + ACDC
Neither

User 1
17/20 (85.00%)
3/20 (15.00%)
0/20 (0.00%)

User 2
15/20 (75.00%)
5/20 (25.00%)
0/20 (0.00%)

User 3
8/20 (30.0%)
6/20 (35.0%)
6/20 (35.0%)

Overall
40/60 (66.67%)
14/60 (23.33%)
6/60 (10.00%)

Table 5.35: Distribution of user votes between the original query and the reformulated query by the merged approach.

Two-third of the votes from the participants were on the result set of the
original query. As discussed in section 6.2.1 this is the highest amount of
votes on the original for all the experiments conducted. Surprisingly only
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one participant was in doubt of which result set provided the most relevant
results. The six votes from this participant is representative for only 10%
of the overall amount of votes.
Additional analysis on the results lead to Table 5.36 and Table 5.37,
showing the number of votes on term substitution and addition respectively,
split up in original query length.
Model
Original
W&Z + ACDC Substitution
Neither

One-worded queries
5/5 (100.00%)
0/5 (0.00%)
0/5 (0.00%)

Two-worded queries
19/29 (65.52%)
6/29 (20.69%)
4/29 (13.79%)

All queries
24/34 (70.59%)
6/34 (17.65%)
4/34 (11.76%)

Table 5.36: User evaluation results divided up in one and two-worded original
queries for the merged approach for term substitution.

Model
Original
W&Z + ACDC Addition
Neither

One-worded queries
16/26 (61.54%)
8/26 (30.77%)
2/26 (7.69%)

Two-worded queries
0/0
0/0
0/0

All queries
16/26 (61.54%)
8/26 (30.77%)
2/26 (7.69%)

Table 5.37: User evaluation results divided up in one and two-worded original
queries for the merged approach for term addition.

It is interesting to see that no one-worded queries for substitution have
been selected, and that in only six of the 29 cases of two-worded queries
the substitution was picked.
Table 5.38 shows the automatic evaluation metric scores (rows) of the
reformulated queries for both term substitution and addition (columns) that
were evaluated through the user evaluation.
Metric
P@5
P@10
P@15
P@20
P@25
MRR
MAP
NDCG

Term Substitution
60.00%
106.90%
125.35%
184.21%
255.56%
31.52%
57.10%
67.23%

Term Addition
0.00%
50.00%
50.00%
50.00%
50.00%
-31.75%
-35.43%
406.86%

Table 5.38: The evaluation metric scores of the user evaluated queries generated
by the merged approach
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The results of term substitution and addition do not reflect the results
reported in Table 5.33 and 5.34 respectively. Some values are much smaller,
some much bigger and some are in the same order of magnitude. A possible
explanation for this is discussed in section 6.2.2.

5.2.5.3

Qualitative Analysis of Query Suggestions

From the random samples of hard queries for the full set we extracted the
10 most improved queries and the 10 most hurt ones, as presented in Table
5.39 and Table 5.40.
Original query
inddrivelse skatter afgifter
EN: recovery tax charges
varsling afskedigelser større
EN: warning dismissals larger
lars lindencrone rekonstruktion
EN: lars lindencrone rekonstruktion
uberettiget bortvisning
EN: unjustified dismissal
ægtefælle skifteloven
EN: spouse estate act
udgifter uddannelse fradragsberettiget
EN: cost education deductible
andelsbolig fremleje
EN: cooperative housing sublease
misbrug uskiftet bo
EN: abuse unchanged stay
forsøgt voldtægt mindreårig
EN: attempted rape minor
billede samtykke reklame
EN: photo consent advertisement

Reformulated Query
sagsomkostninger skatter afgifter
EN: legal costs tax charges
opsigelse afskedigelser større
EN: cancellation dismissals larger
lars lindencrone virksomhedsoverdragelse
EN: lars lindencrone company transfer
godtgørelse bortvisning
EN: dispensation dismissal
pension skifteloven
EN: pension estate act
udgifter mangler fradragsberettiget
EN: cost missing deductible
andelsbolig opsigelse
EN:cooperative housing termination
misbrug skifte bo
EN: abuse change stay
forsøgt vold mindreårig
EN: attempted violence minor
indhentet samtykke reklame
EN: obtained consent advertisement

Improvement (MAP)
1410.45%
1400.00%
904.78%
900.00%
550.00%
400.00%
250.00%
188.00%
175.00%
166.67%

Table 5.39: Top-10 most improved query reformulations by term substitution
measured by MAP generated by the merged approach.

As explained in section 5.2.3.3 and section 5.2.4.3 it is hard to figure out
whether a term replaced makes more sense than the original term or not, as
we do not ourselves possess the required knowledge to make this judgment.
The query improved the most is inddrivelse skatter afgifter which
at first glance does not corresponds to the reformulated sagsomkostninger
skatter afgifter. There could, however, be a relation between the two
that we do not fully understand. In Table 5.40 the most hurt queries are
shown. It is not hard to agree on the negative improvement on some of
these, e.g. the query indsmugling. It is modified into kokain. Though the
two terms may often appear together and make sense in the same sentence,
they obviously do not share the same meaning. indsmugling could be
related to any type of drugs, immigrants, cars, endangered animals etc.
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Original query
børns retsstilling
EN: children’s rights
honorar skønsmand
EN: fee qualified valuer
kæreafgift anke
EN: appeal fee appeal
åremål varsel
EN: term of years notice
byggetilladelse anvendes
EN: building permit used
indsmugling
EN: smuggling
betinget udvisning
EN: suspended expulsion
bedrageri dankort
EN: fraud credit card
skattefri virksomhedsomdannelse
EN: tax free business transformation
førerret udenlandsk kørekort
EN: entitlement to drive foreign
driving license

Reformulated Query
børns ophævelse
EN:
erstatningsansvar skønsmand
EN: liability qualified valuer
kæreafgift kære
EN: appeal fee appeal
åremål ophævelse
EN: term of years repeal
byggetilladelse ændring
EN: building permit change
kokain
EN: cocaine
fængsel udvisning
EN: imprisoned expulsion
fængsel dankort
EN: prison credit card
fonde virksomhedsomdannelse
EN: fund business transformation
førerretten udenlandsk kørekort
EN: the entitlement to drive
foreign driving license

Improvement (MAP)
-91.67%
-89.09%
-75.00%
-71.55%
-70.83%
-69.39%
-67.62%
-63.64%
-62.67%
-61.54%

Table 5.40: Top-10 most hurt query reformulations by term substitution measured
by MAP generated by the merged approach.

The 10 most improved and 10 most hurt queries for term addition can
be seen in Table 5.41 and Table 5.42.
Original query
konkursregulering
EN: bankruptcy regulation
forordningen
EN: regulation
beskikkelse
EN: bribery
steen
EN: steen
lønmodtagere
EN: employees
aktionær
EN: shareholder
dagbøder
EN: daily fine
kvalificeret
EN: qualified
føtex
EN: føtex
forbrugerkøb
EN: consumer goods

Reformulated Query
konkursregulering sale
EN: bankruptcy regulation halls
bruxelles forordningen
EN: Brussels regulation
beskikkelse advokat
EN: bribery laywer
steen rønsholdt
EN: steen rønsholdt
lønmodtagere ret
EN: employees rights
aktionær adgang
EN: shareholder access
dagbøder forsinkelse
EN: daily fine delayal
kræver kvalificeret
EN: demand qualified
føtex tørklæde
EN: føtex headscarf
forbrugerkøb handelskøb
EN: consumer goods commerce purchases

Improvement (MAP)
2400.00%
2300.00%
2300.00%
2000.00%
1800.00%
1300.00%
1150.00%
1120.41%
1050.00%
1050.00%

Table 5.41: Top-10 most improved query reformulations by term addition measured by MAP generated by the merged approach.
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frakendelse
EN:disqualification
forvaltningslovens
EN: administrative procedure’s
elforsyning
EN: electricity supply
færdselslovens
EN: the road traffic act’s
jernbane
EN: rail
dørmand
EN: doorman
skel
EN: difference
betalingstjenester
EN: payment services
grundloven
EN: constitution
fiskeri
EN: fishing
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Reformulated Query
ubetinget frakendelse
EN: unconditional disqualification
forvaltningslovens partsbegreb
EN: administrative procedure’s part concept
elforsyning ved
EN: electricity supply by
regres færdselslovens
EN: recourse the road traffic act’s
luftfart jernbane
EN: aviation rail
virke dørmand
EN: work doorman
hegn skel
EN: fence difference
visse betalingstjenester
EN: certain payment services
interesse grundloven
EN: interest constitution
fiskeri gentagelse
EN: fishing repetition

Improvement (MAP)
-96.00%
-94.12%
-93.75%
-93.75%
-92.31%
-92.00%
-91.67%
-91.30%
-90.91%
-90.91%

Table 5.42: Top-10 most hurt query reformulations by term addition measured
by MAP generated by the merged approach.

An immediate observation is that term addition provides really large improvements on the top improved queries, but also very low numbers for the
most hurt ones. It is interesting that the query suggestion føtex tørklæde to the original query føtex improve by 1050%. This indicates that
most relevant documents regarding Føtex may refer to the Føtex Case6 ,
which was a case on a former employee of Føtex who was fired as a result
of requiring to wear a scarf.
As first mentioned in section 5.2.3.3 the analysis of the terms that
appears most frequent in the top five suggestions can be used in order to
identify which terms affect the improvements the most. Table 5.43 shows
the top terms suggested for query modification for the top five suggestions
for term substitution and addition.
6 Føtex Case overview (in Danish): http://www.bt.dk/nyheder/det-handler-foetexsagen-om
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Top substitution terms
leje (25.4%)
EN: rent
opsigelse (24.67%)
EN:cancellation
sagsomkostninger (21.34%)
EN: legal costs
modregning (17.42%)
EN: offsetting
omstødelse (15.24%)
EN: annulment
udlæg (14.51%)
EN: outlay
mangler (14.51%)
EN: missing
ophævelse (9.14%)
EN: repeal
tyveri (8.56%)
EN: theft
tab (8.13%)
EN: loss

Top addition terms
ved (3.59%)
EN: by
ændring (3.46%)
EN: change
vold (2.5%)
EN: violence
opsigelse (2.5%)
EN: cancellation
bil (2.18%)
EN: car
fast (2.11%)
EN: fixed
salg (1.92%)
EN: sale
privat (1.92%)
EN: private
køb (1.86%)
EN: buy
manglende (1.79%)
EN: missing

Table 5.43: Top substitution replacements and top added terms among the top-5
query formulation suggestions generated by the merged approach.

As seen the term ved appears first on the list of most frequent added terms
in the top five suggestions for hard queries on the sample of the full set.
This term does, as discussed in section 5.2.3.3, most likely not contribute
with any meaningfulness. Still it is the most common term added.
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In theory, there is no difference between theory and
practice, but not in practice.
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6
Discussion

In the previous chapter we evaluated experimentally Wang & Zhai’s approach 5.2.3, our ACDC approach 5.2.4 and both approaches merged 5.2.5
through automatic and user evaluation.
The user evaluation did not draw the same conclusions as the automatic
evaluation on the randomly selected hard queries. Instead it opposes the
results and shows a worsening of the relevance of the results retrieved by
Karnov’s search engine when using query reformulation compared to the
original queries. It is a known fact that automatic and user evaluation
performance does not always correspond to each other. Kelly et al. [21] investigated this difference further by studying which factors affect the users’
evaluation ratings. We will now discuss the results of the automatic evaluation in section 6.1 and user evaluation in section 6.2.1 and the mismatch
between the conclusions of them. We will further discuss each of the three
query reformulation models in section 6.3.

6.1

Automatic Evaluation

In this section we will reflect upon the results obtained from automatically
evaluating the three models, Wang & Zhai (chapter 3), ACDC (chapter
4), and the combination of both (section 4.4), with the evaluation metrics
explained in section 2.1.3.1.3. The results from the automatic evaluation is
presented in section 5.2.3.1, 5.2.4.1, and 5.2.5.1 for Wang & Zhai, ACDC
and the merged version respectively.
Time did not allow us to analyze the performance of queries of easy
and medium difficulty for other Wang & Zhai’s approach (section 5.2.3.1).
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We expected the model to work better the more difficult a query is, which
indeed appears to be the case for term substitution (Table 5.8 and Table
5.9), but unexpected is it that medium queries outperforms hard queries for
term addition (Table 5.10 and Table 5.11), especially on the bigger data
set.
General for all of the automatic evaluation results for each of the approaches is that the term addition performed better than the term substitution on every metric. One of the reasons for this could be that the parameter
settings for the term addition is closer to the optimal settings compared to
the parameter settings of the term substitution. Although we tried to find
the optimal settings for the smoothing parameter µ and threshold τ, time
only allowed us to test 3-4 different values for τ and five values between
500 and 10,000 for µ. Another reason could also lie in the difference in
the problem term substitution and term addition tries to solve. Term substitution deals with the problem of vaguely formulated queries while term
addition deals with underspecified queries. It is not unlikely that adding
a term to a query, rather than substituting a term, could produce better
evaluation results especially for short queries. Almost all queries that term
addition finds at least five query suggestion for are only one-word queries
which seems like the perfect candidates that would benefit from adding a
term to.
Another interesting observation is that the results of the automatic evaluation for the Wang & Zhai approach are comparable with the results of our
ACDC approach. For term substitution ACDC performs better for P@5 and
P@10 than Wang & Zhai by 10.36% to 13.20% while it performs worse for
the other metrics by 7.66% to 51.89%. Furthermore, term addition ACDC
performs better on P@5, P@10, P@15, P@20, P@25, NDCG than Wang &
Zhai by 1.71% to 39.14% while it perform worse on MAP and MRR with
14.34% to 48.59%. Generally term substitution works a little better on
Wang & Zhai’s approach while term addition works a little better for ACDC
which on a whole makes the two approaches comparable.
It is noteworthy that only one-worded queries have been selected for
term addition. That the amount of hard multi-worded queries with at least
five suggestions are so few may be caused by a too high threshold, though we
already limited our thresholds in section 5.1.5.1, 5.1.5.2, 5.1.5.3 for Wang
& Zhai’s model, ACDC and the merged model respectively. It can however be explained by one worded queries most likely being more ambiguous
than multi-worded queries, as more terms often means a more concrete and
specified query.
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User Evaluation
Results

Based on the numbers presented in section 5.2.3.2, 5.2.4.2 and 5.2.5.2 we
discuss the findings.
Table 5.13 shows how one participant has voted on the result set of the
original query more often than the two other participants. One reason could
be that this participant is the one working with Karnov’s search engine on
a daily basis which might have conditioned her. At one point during the
evaluation she said “This is such a typical Karnov result set” and chose that
one. Her experience with the system may have gotten her used to the look of
the results and therefore have a conditioning-driven tendency to pick these.
The two other participants with less experience still have an overweight of
original query votes, but not in the same degree as participant one.
From Table 5.14, 5.25 and 5.36 we see that term substitution only
received 1 vote out of 17 on suggestions where the original query consists
of a single word. This may be caused by one-worded queries being vague
and the statistically best suited replacement does not always make sense.
E.g. the query unge (EN: young one or kid) is replaced with uden (EN:
without) which obviously retrieves a whole other set of results, which most
likely is not connected to each other. In some cases the replacement may
make sense. One example where the user could not decide which result
set was best is føreret (EN: right to drive), which was replaced by
kørekort (EN: driver’s license). It may not hurt the original query
in every case, but more often it would have been better to not reformulate
one-worded queries by substitution.
The user evaluation results for Wang & Zhai and ACDC are almost
identical for term substitution, however for the merged approach we find
both most votes for the original query and for the reformulated query (see
Table 5.36). A possible reason for this could again be because that using
clicked documents for the contextual models might boost queries and hurt
others because the reformulated query becomes too specific.
Term substitution does in general receive a lot of votes where the participant cannot decide whether the original query’s result set or the reformulated one’s is better. That is 30.03%, 28.00% and 11.76% for Wang &
Zhai, ACDC and the merged approach respectively. This indicates that term
substitution does indeed produce suggestions that are similar to the original
suggestion. However in most cases the original query results was preferred
for all approaches. A likely explanation for this might the experimental
setup, as will be described in section 6.2.2.
From Table 5.15, 5.26 and 5.37 we see that term addition received
more votes than term substitution in all approaches. This could be because
the threshold for term addition is too high or the threshold for term sub98
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stitution is too low. In the first case the term addition contributes only
with statistical highly relevant suggestions. Even though there will be a
low amount of queries with corresponding suggestions, we only select those
with suggestions for the experiment, increasing the quality of those used
for the evaluation. The term addition suggestions used in the experiment
may therefore have more relevant suggestions, hence increasing the number
of votes. In the other case term substitution may have a low threshold
computing suggestions of low relevance, hence obtaining fewer votes.
Another interesting observation is that the users actually preferred the
reformulated query by term addition over the original query for the ACDC
approach. In the other approaches the original query was preferred as it was
with term substitution.
One clear difference with the merged approach compared to the other
approaches is that the users only are undecided for 11.76% and 7.69% of
the queries for term substitution and term addition respectively. This could
once again supports the idea that queries are more specific for the merged
approach making it easier for the user to decide whether the original or
reformulated approach is better. For this reason, for both term substitution
and addition, most users preferred the original query from all approaches
(70.59% and 61.54% respectively).

6.2.2

Experimental Settings

The findings of the user evaluation can only be seen as an indication. Due
to the low number of participants we cannot give statistical significance to
the finding. Having only three users is not enough to represent the whole
user base of Karnov’s search engine and will definitely introduce random
errors as described in section 2.1.3.2.4. Users with the right skills and
experience working with the search engine are sparse and time did not allow
us to find more participants. Furthermore it can also be seen through the
automatic evaluation of the set of queries evaluated through user evaluation
in table 5.16, 5.27 and 5.38, that the semi-randomly sampled queries do not
correspond to automatic evaluation results on the whole set. Few of the
metric score are in the same order of magnitude, while many are either
much higher or much lower than the results reported for the whole set.
This must be due to the few numbers of user and queries evaluated by
users. Alternatively the selection of queries used for the user evaluation
could be selected randomly amongst a set of queries that perform within
a certain range of the average query performance for the whole set. This
might make the user evaluated queries more representative of the whole set.
One of the reasons why the user evaluation did not produce as good
results as the automatic evaluation is a systematical error in the setting
of the experiment. The queries selected for the experiment were randomly
selected from the hard test where the query has at least five suggestions.
Only the original query was shown to the user and no further information
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on the topic was provided to the participants. The original query will as
defined consist of one or two words. These words are in many cases very
general and the user would not know which information need the reformulated query attempts to solve. In production the models would generate
suggestions to the user while he or she is typing a query. The user would
then select the query suggestion that best matches the user’s information
need. As we have selected a random query, which corresponds to a user
selecting a suggestion, the participant of our experiment does not know the
intended topic or information need and will therefore in the most cases select the general search results, which most often will be the original query.
Constructing scenarios and let the users find the information required by
themselves would be one way of improving the experiment.
For the user evaluation of all three approaches we used the same three
users. Whether the user’s familiarity with the experiment for the second and
third evaluation has an affect on the evaluation results is impossible to tell,
however it cannot be rejected. Furthermore, all users were either friends or
acquaintances with one of us. The users might therefore be biased and try
to give us results that favors our model. Although the experimental setup
does not allow the user to know which result set belongs to our the original
query and which to the reformulated, it cannot be denied that it will cause
the users to act different than he or she normally would.
Based on above observations we cannot conclude that the user evaluation provides the full picture of how well the models performs, but can only
use the user evaluation as a possible indication of the actual results. More
users and a more controlled experiment will be required to have significant
results.
Showing the different suggestions to the participant and allow him or
her to select one seems like an approach that enables a way to evaluate
the suggestion that would actually be selected, but it would require putting
the participant in a controlled scenario telling what he or she is looking for.
This will add bias most likely resulting in very good improvements to the
results retrieved. It would however match the real life system use better,
but makes it harder to compare to the automatic evaluation, as this exactly
uses the best suggestion found. The ideal setup would be launching the
models to different random selections of Karnov’s users and then analyzing
the user search logs over time. This method would be entirely unobtrusive
and happen in the users natural setting without the users knowledge and
therefore be objective. However, this setup is not realistic for the scope of
this thesis.

6.3

Query Reformulation Models

In this section we discuss thought on the model of Wang & Zhai (chapter
3, ACDC (chapter 4), and the combination of both (section 4.4).
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Wang & Zhai

In constructing the contextual models for the model of Wang & Zhai we
use a value of k = 2 (see section 3.1) that defines how many terms to the
left and right of a query term we consider. Changing k to 1 would make
the model consider only the term one position to the left or right. As
search queries within the domain of law may not be characterized by the
same degree of natural language, as general web search queries, it would
therefore be interesting to observe whether considering these terms in the
left and right contexts make a difference. Even setting k = 0 and therefore
only consider the general context would be interesting. The intuition is that
within law the queries may be formed in keywords, hence making the order
of terms redundant.
A feature that would be interesting to extend the current model with
is the ability to add more than one term to a query. This might enable
even more specification of an ambiguous query, e.g. if the user types in
the term John in could, instead of just suggesting John Ackerman the new
model could suggest Lawyer John Ackerman. Specifying too much has the
consequence that list of suggestions fill up with very specific suggestions,
ruling out other relevant ones.

6.3.2

ACDC

In the ACDC approach our assumption is, as described in section 4.1, that
both the first and the second layer of documents are relevant to the query
specified by the user. However it can be argued that some of these documents are of no interest to the user, thus the sentences from these can be
left out and not be considered in creation of the contexts. The reasoning
behind this is based on the statement of a user of Karnov’s search engine
expressing the occasional need to use a layer one document only to get
to the real document of relevance. An aspect that could be interesting to
explore is compute the time spend on a layer one document, before a layer
two document is clicked, within a session. If the time spend on the layer
one document is short it may indicate that the document was only used as
a bridge to get to the layer two document, hence we can remove the information in the document in relation to context generation, as we assume
the information in the layer one document is not as relevant.
Another attempt could be to completely ignore all layer one documents
if the user later on decides to click through to another document. The
intuition behind this is that the user may spend a long time reading through
a document to discover that it contains no information of relevance, before
clicking a layer two document.
Based on above discussion an interesting study would be to examine the
effect of only including either layer one or layer two of the relevant documents. If this study is conducted and conclude that layer two documents are
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a good source to obtain relevant terms for the contextual models, one could
consider including layer three relevant documents, which is a document referred from within another document, which was clicked from a result set
returned by a search engine, based on a user search query. Isolating layer
three documents and only use these for building up the contextual models
may however not be preferred, as there might not exist enough of them
to enable computation of suggestions for a big subset of terms. Further
analysis have to be performed first.
An issue in the determination of easy, medium and hard queries is that
in theory not all queries will be classified. In the case that all sessions
containing the same initial query have no reformulated queries, and the
clicked documents on average are not found on page one, it will be neither
easy, medium nor hard. We assume the likelihood of this happening to be
very low and without effect on the evaluation.
Another interesting point of discussion for the ACDC approach is our
method of finding the top-k sentences of each clicked document. As mentioned in 4.3, with the current implementation some sentences with the same
amount of query terms in them might be amongst the top-k document while
others might not. This means that potentially really good sentences are not
chosen amongst the top-k sentences. Another way of ranking the top-k
sentences better is to look at the ordering of the terms in the query and
rank sentences higher that have term ordering closer to the query. This still
does not solve the problem described above, however it is less likely that
really good sentences are filtered away. A traditional approach in finding
important keywords in a document is finding the terms with the highest
term frequency–inverse document frequency (td-idf) [19] score. However,
we want to identify sentences so we can utilize the positional information of
the terms in them for the contextual models and therefore do not use this
approach.

6.3.3

W&Z + ACDC

As discussed in section 6.1 the merged approach performs worse than both
Wang & Zhai’s and the ACDC approach. In this model we balance the
impact from the ACDC part, as it contains around five times as many terms
as the Wang & Zhai part. If we have had more time it could have been
interesting to readjust the weight of each part. Currently, as explained
in section 4.4, an average of the occurrences of unique terms for both
sets is used to determine this balance. As the improvements of Wang &
Zhai’s approach and ACDC are comparable, one would assume that an even
distribution of terms from both models result in better improvements. As
our experiments show that this is not the case, it could be interesting to
investigate what happens when giving more weight to either terms from
queries or terms from sentences in relevant documents. The terms in a
query will in many cases be relevant to the user’s information need. On
one hand focusing on these and boosting the most relevant terms with the
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queries might result in more relevant documents to the queries. On the
other hand the sentences from the relevant documents provide the terms
used exactly in the relevant clicked documents, which likely will boost these
document in any keyword based search engine.
It could be interesting to explore if the increase in information, compared
to the two other models, affects the number of suggestions required, on
average, to achieve the statistically best suggestion. Looking at Figure
5.12 and Figure 5.13 we see that we need to have up to 15 suggestions
to have found the statistically best reformulation for a query. With the
increase in information, using both query terms and sentences from relevant
documents, it would be exciting to see if the number of suggestions needed
to reach the best suggestion is lower.
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Don’t worry about people stealing your ideas. If your
ideas are any good, you’ll have to ram them down
people’s throats.
H. Aiken

7
Conclusions & Future Work

In this thesis we addressed the problem of query ambiguity by investigating user search logs. To the domain of law we applied a state of the art
model for query reformulation by Wang & Zhai [37], originally developed
for general web search. We presented a novel approach that, rather than
using user search queries, uses salient sentences from two layers of relevant
clicked documents, for the modification of a user query by either replacing
a term or by adding one. We furthermore presented a merged model of
both Wang & Zhai’s approach and ours and used four standard evaluation
metrics to show that all three approaches improve the number of relevant
documents retrieved for hard queries. We conducted a user experiment for
each approach which suffered heavily from systematic errors and a small
amount of participants. The user experiments contradict the findings from
the evaluation, which is no surprise given the automatic experimental settings used.

7.1

Limitations

There are a few limitations of our work. First, as Wang & Zhai also mentions, the relevance assigned to a document is based on previous clicks from
users. An interesting future work would be to test the proposed models
with real relevance judgment to documents. Second the parameters for the
models may not be optimal. It would require comprehensive tuning of the
parameters to find the optimal one. Third the experimental settings were
not ideal for the way the IR models would function in a production system.
The issue and suggestions for solutions are discussed in section 6.2.2. A
forth limitation is the low number of participants used in the user evaluation, as it allows for a high random error. It would have been interesting to
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have more participants with the required experience at our disposal.
A fifth limitation is caused by the language used at Karnov. The models
themselves are not wrong, but the nature of the Danish language does not
take full advantage of them. In Danish a lot of compound words exist, e.g.
the word retsplejeloven is equal to the English The Administration
of Justice Act. While entering administration a user may already
be presented with reformulations suggesting administration justice,
while in Danish one would have to complete the whole word. Implementing
a way of analyzing terms to create a type of autocompleter would be a great
addition to the models.
A sixth limitation is the lack of word stemming, which is finding the
root of a word, e.g. cars into car. Stemming the terms will allow more
relevant terms to terms of the same meaning.
A seventh limitation with this way of dividing the queries into easy,
medium and hard is that some queries actually are easy or medium, but
wrongly classified as hard. E.g. consider a query q that has been entered 20
times in total. In 19 of the cases the user finds what he or she is searching
for without reformulating the query. In the 20th case the user reformulated
the query. Because q contains reformulated queries it will not be considered
easy or medium, even though 19 of the searches are. We will not deal with
this limitation as Wang & Zhai also define hard cases like this in their setup.
However, this limitation could be dealt with by setting a threshold on the
ratio of hard and other cases. E.g. if more than 13 of the sessions of the
query have been reformulated it will be considered hard, otherwise easy or
medium depending on the average ranking of the clicked documents.

7.2

Future Work

For future work it would be interesting to examine the influence of the individual layers in the ACDC model, as discussed in section 6.3.2, in order to
locate the documents of greater relevance. Furthermore it would be interesting to include additional levels of relevant documents. Further including
more information from the search log files to improve the contextual models
is definitely worth looking into. Information such as bookmark creation and
the exact section in a document the user jumps to can be used to restrict
which terms are relevant to a given user query.
Analyzing the effect of ACDC and the merged model on easy and
medium queries will be useful in order to examine how much harm the
model provides to non-hard queries. If the model hurts the easy and medium
difficulty queries a lot approaches to limit the damage should be considered.
Additional analysis of the terms used in the different models could be
exciting. The Silverstein Analysis [30] discovers relations between terms and
fields (such as user, referrer etc.) and determines how strongly connected
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they are. This information would provide useful insight necessary to improve
the performance of a future model.
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A
User Evaluation Introduction

Thank you for taking part in this experiment to evaluate Karnov’s search
engine. Please note that we are not evaluating your skills or you as a person.
There is therefore no wrong or right answer. The results of this evaluation
will be used summed up in our master’s thesis where you will be entirely
anonymous. Your age, gender, occupation and experience with Karnov will
be documentet. We will log your responses throughout this experiment.
You will in the following experiment be presented with 20 queries. For
each query you will see two sets of document results and will have to choose
which set you think fits the most with the query. Evaluating each query will
most likely take between 2-5 minuttes. If you can not decide which result
set is better you can click the ’I don’t know’-icon. If you do not understand
the query you can also to skip the query by clicking ’next’.
If you want to have access to the results of this evaluation, our thesis
will be avaible for everyone once completed.
If you have questions during the experiment you can ask anytime, however if the answer could affect your choice, we may not answer.
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112

NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

µ = 1, 000
0.0122 (Original)
0.0205 (+68.25%)
0.0093 (Original)
0.0147 (+57.85%)
0.0079 (Original)
0.0114 (+43.85%)
0.0074 (Original)
0.0104 (+41.19%)
0.0071 (Original)
0.0092 (+30.6%)
0.0324 (Original)
0.0591 (+82.27%)
0.0337 (Original)
0.0599 (+77.93%)
0.0544 (Original)
0.0922 (+69.63%)

µ = 3, 000
0.0152 (Original)
0.0256 (+68.64%)
0.0126 (Original)
0.0166 (+31.64%)
0.0112 (Original)
0.0132 (+17.78%)
0.0102 (Original)
0.0113 (+10.08%)
0.0095 (Original)
0.0099 (+4.1%)
0.0379 (Original)
0.0689 (+81.83%)
0.04 (Original)
0.0703 (+75.91%)
0.0652 (Original)
0.0969 (+48.62%)

µ = 5, 000
0.0183 (Original)
0.025 (+36.51%)
0.0139 (Original)
0.0183 (+31.64%)
0.0117 (Original)
0.0157 (+34.41%)
0.0104 (Original)
0.0145 (+39.22%)
0.0092 (Original)
0.013 (+41.15%)
0.0454 (Original)
0.0669 (+47.13%)
0.0457 (Original)
0.0675 (+47.75%)
0.0713 (Original)
0.1014 (+42.12%)

µ = 10, 000
0.0161 (Original)
0.0162 (+0.98%)
0.0103 (Original)
0.0133 (+28.99%)
0.0083 (Original)
0.0109 (+32.07%)
0.0077 (Original)
0.0098 (+26.58%)
0.0073 (Original)
0.0091 (+25.32%)
0.038 (Original)
0.0528 (+38.78%)
0.0375 (Original)
0.0552 (+47.23%)
0.0595 (Original)
0.0801 (+34.57%)

Table B.1: Term substitution run on different metrics for different
values of µ. These numbers are used only for determination of µ
and based on a small set of data (see section 5.2).

µ = 500
0.0143 (Original)
0.0248 (+73.68%)
0.0115 (Original)
0.0175 (+52.46%)
0.0094 (Original)
0.0143 (+52.15%)
0.0085 (Original)
0.0122 (+43.24%)
0.0077 (Original)
0.0111 (+44.44%)
0.0397 (Original)
0.0656 (+65.31%)
0.0411 (Original)
0.0694 (+68.91%)
0.0618 (Original)
0.0956 (+54.63%)
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 500
0.01 (Original)
0.0262 (+160.75%)
0.007 (Original)
0.0191 (+171.67%)
0.0052 (Original)
0.0162 (+209.94%)
0.0046 (Original)
0.0147 (+217.58%)
0.0042 (Original)
0.0133 (+218.52%)
0.0296 (Original)
0.0715 (+141.56%)
0.026 (Original)
0.061 (+135.05%)
0.0328 (Original)
0.1081 (+229.04%)

µ = 3, 000
0.0064 (Original)
0.0254 (+294.99%)
0.0066 (Original)
0.0214 (+221.84%)
0.0054 (Original)
0.019 (+252.97%)
0.0051 (Original)
0.0167 (+225.35%)
0.0048 (Original)
0.014 (+189.15%)
0.0222 (Original)
0.0731 (+228.86%)
0.0184 (Original)
0.0555 (+202.2%)
0.0394 (Original)
0.0912 (+131.73%)

µ = 5, 000
0.0069 (Original)
0.0178 (+157.53%)
0.0049 (Original)
0.0111 (+128.25%)
0.0035 (Original)
0.0088 (+149.46%)
0.0026 (Original)
0.0076 (+188.21%)
0.0021 (Original)
0.0067 (+215.37%)
0.024 (Original)
0.0556 (+131.41%)
0.0241 (Original)
0.0451 (+87.23%)
0.0332 (Original)
0.0616 (+85.8%)

Table B.2: Term addition, threshold = 0.001 run on different
metrics for different values of µ. These numbers are used only for
determination of µ and based on a small set of data (see section
5.2).

µ = 1, 000
0.0133 (Original)
0.0268 (+101.66%)
0.0093 (Original)
0.0224 (+142.13%)
0.0078 (Original)
0.0178 (+128.86%)
0.0068 (Original)
0.015 (+119.58%)
0.0062 (Original)
0.013 (+108.76%)
0.0424 (Original)
0.0805 (+90.13%)
0.034 (Original)
0.0643 (+89.0%)
0.0603 (Original)
0.1132 (+87.61%)

µ = 10, 000
0.0061 (Original)
0.0088 (+44.09%)
0.0045 (Original)
0.0066 (+47.28%)
0.0035 (Original)
0.0067 (+89.29%)
0.0029 (Original)
0.0056 (+97.14%)
0.0023 (Original)
0.0057 (+146.83%)
0.0145 (Original)
0.0282 (+94.1%)
0.0129 (Original)
0.0234 (+81.66%)
0.0308 (Original)
0.0706 (+129.64%)
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 500
0.0084 (Original)
0.0307 (+264.92%)
0.0062 (Original)
0.0234 (+276.12%)
0.0051 (Original)
0.0209 (+311.7%)
0.0042 (Original)
0.0182 (+333.06%)
0.0037 (Original)
0.0165 (+347.82%)
0.0291 (Original)
0.0876 (+200.93%)
0.023 (Original)
0.0688 (+199.28%)
0.0403 (Original)
0.1272 (+215.94%)

µ = 3, 000
0.0085 (Original)
0.026 (+206.94%)
0.0057 (Original)
0.0183 (+224.42%)
0.0048 (Original)
0.0159 (+227.92%)
0.0045 (Original)
0.0142 (+213.22%)
0.0046 (Original)
0.0121 (+163.16%)
0.0242 (Original)
0.0856 (+254.18%)
0.02 (Original)
0.0656 (+228.45%)
0.0424 (Original)
0.1241 (+192.48%)

µ = 5, 000
0.0073 (Original)
0.0187 (+157.58%)
0.0057 (Original)
0.0154 (+171.81%)
0.0044 (Original)
0.0128 (+188.33%)
0.0038 (Original)
0.0111 (+190.79%)
0.0033 (Original)
0.0101 (+204.59%)
0.0192 (Original)
0.0602 (+214.23%)
0.0158 (Original)
0.0453 (+186.04%)
0.0318 (Original)
0.0939 (+195.05%)

Table B.3: Term addition, threshold = 0.0005 run on different
metrics for different values of µ. These numbers are used only for
determination of µ and based on a small set of data (see section
5.2).

µ = 1, 000
0.01 (Original)
0.0324 (+221.98%)
0.0064 (Original)
0.0214 (+232.48%)
0.0048 (Original)
0.0177 (+265.93%)
0.0046 (Original)
0.0151 (+226.57%)
0.004 (Original)
0.0137 (+239.72%)
0.0259 (Original)
0.0822 (+217.54%)
0.0191 (Original)
0.0652 (+242.12%)
0.038 (Original)
0.1144 (+200.76%)

µ = 10, 000
0.0061 (Original)
0.0196 (+221.9%)
0.0039 (Original)
0.0138 (+257.08%)
0.003 (Original)
0.0096 (+221.3%)
0.0027 (Original)
0.0083 (+202.93%)
0.0023 (Original)
0.0077 (+228.1%)
0.0204 (Original)
0.0639 (+213.83%)
0.0192 (Original)
0.0551 (+187.23%)
0.0286 (Original)
0.0905 (+216.85%)
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

µ = 1, 000
0.0247 (Original)
0.0158 (-36.03%)
0.0155 (Original)
0.0115 (-26.21%)
0.0124 (Original)
0.0086 (-30.17%)
0.0106 (Original)
0.0079 (-25.47%)
0.0104 (Original)
0.0069 (-33.72%)
0.0418 (Original)
0.031 (-25.88%)
0.07 (Original)
0.045 (-35.71%)
0.0985 (Original)
0.0722 (-26.67%)

µ = 3, 000
0.0157 (Original)
0.0164 (+4.4%)
0.0119 (Original)
0.0128 (+7.48%)
0.0096 (Original)
0.0092 (-4.29%)
0.0088 (Original)
0.0077 (-13.02%)
0.0074 (Original)
0.0071 (-4.27%)
0.0327 (Original)
0.0324 (-0.73%)
0.0434 (Original)
0.0443 (+2.06%)
0.0561 (Original)
0.065 (+15.95%)

µ = 5, 000
0.007 (Original)
0.0103 (+46.06%)
0.0077 (Original)
0.0091 (+17.84%)
0.0056 (Original)
0.0076 (+35.17%)
0.0046 (Original)
0.0076 (+64.68%)
0.005 (Original)
0.0063 (+27.14%)
0.0172 (Original)
0.0173 (+0.54%)
0.0248 (Original)
0.0314 (+26.71%)
0.0436 (Original)
0.0561 (+28.64%)

Table B.4: Term substitution run on different metrics for different
values of µ, for t = 0.005.

µ = 500
0.0098 (Original)
0.0182 (+85.88%)
0.011 (Original)
0.016 (+45.08%)
0.0113 (Original)
0.0159 (+40.52%)
0.0101 (Original)
0.0131 (+29.6%)
0.0085 (Original)
0.0128 (+49.96%)
0.0223 (Original)
0.0393 (+76.1%)
0.0321 (Original)
0.0576 (+79.22%)
0.0577 (Original)
0.0987 (+71.1%)

µ = 10, 000
0.0086 (Original)
0.019 (-40.06%)
0.0114 (Original)
0.0163 (-29.38%)
0.0106 (Original)
0.0154 (-24.74%)
0.0091 (Original)
0.0126 (-19.61%)
0.0083 (Original)
0.0118 (-21.93%)
0.0225 (Original)
0.0406 (-34.25%)
0.0313 (Original)
0.0658 (-33.82%)
0.0618 (Original)
0.1025 (-20.63%)

B.2

Metric
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 1, 000
0.0124 (Original)
0.0053 (-57.01%)
0.0087 (Original)
0.0048 (-45.25%)
0.007 (Original)
0.0064 (-8.99%)
0.007 (Original)
0.0054 (-21.86%)
0.0065 (Original)
0.0047 (-27.61%)
0.0213 (Original)
0.0146 (-31.54%)
0.0323 (Original)
0.0191 (-40.98%)
0.0514 (Original)
0.0355 (-30.93%)

µ = 3, 000
0.0144 (Original)
0.0181 (+25.46%)
0.0103 (Original)
0.0136 (+32.31%)
0.0095 (Original)
0.0105 (+11.44%)
0.0084 (Original)
0.0087 (+3.08%)
0.0083 (Original)
0.0085 (+2.36%)
0.0275 (Original)
0.0356 (+29.41%)
0.0405 (Original)
0.0515 (+26.96%)
0.061 (Original)
0.0903 (+48.14%)

µ = 5, 000
0.0112 (Original)
0.0191 (+71.12%)
0.0124 (Original)
0.0151 (+21.39%)
0.01 (Original)
0.012 (+19.61%)
0.008 (Original)
0.012 (+49.25%)
0.0079 (Original)
0.0118 (+49.89%)
0.0246 (Original)
0.0334 (+35.71%)
0.0418 (Original)
0.0477 (+14.18%)
0.0667 (Original)
0.082 (+22.83%)

Table B.5: Term substitution run on different metrics for different
values of µ, for t = 0.002.

µ = 500
0.0186 (Original)
0.0108 (-42.0%)
0.0177 (Original)
0.0089 (-49.94%)
0.0136 (Original)
0.0091 (-33.18%)
0.0109 (Original)
0.0074 (-32.17%)
0.0101 (Original)
0.0075 (-26.03%)
0.0435 (Original)
0.0223 (-48.83%)
0.0541 (Original)
0.0341 (-37.0%)
0.0798 (Original)
0.0605 (-24.17%)

µ = 10, 000
0.0145 (Original)
0.0119 (-18.05%)
0.0145 (Original)
0.0101 (-30.05%)
0.0132 (Original)
0.0084 (-36.22%)
0.0107 (Original)
0.0078 (-27.62%)
0.0097 (Original)
0.0073 (-24.68%)
0.0304 (Original)
0.0217 (-28.5%)
0.0412 (Original)
0.0324 (-21.44%)
0.0668 (Original)
0.0609 (-8.76%)

ACDC
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 1, 000
0.0155 (Original)
0.0115 (-25.92%)
0.0112 (Original)
0.0083 (-25.99%)
0.0107 (Original)
0.0067 (-37.66%)
0.0094 (Original)
0.0063 (-32.97%)
0.0085 (Original)
0.0064 (-24.76%)
0.0315 (Original)
0.0119 (-62.24%)
0.0457 (Original)
0.0261 (-42.84%)
0.0756 (Original)
0.0488 (-35.46%)

µ = 3, 000
0.0162 (Original)
0.011 (-31.88%)
0.0135 (Original)
0.008 (-40.63%)
0.0117 (Original)
0.0061 (-47.86%)
0.0106 (Original)
0.006 (-43.67%)
0.0094 (Original)
0.0059 (-37.43%)
0.0228 (Original)
0.0194 (-14.79%)
0.0362 (Original)
0.0355 (-1.89%)
0.0683 (Original)
0.0522 (-23.61%)

µ = 5, 000
0.0141 (Original)
0.0124 (-11.89%)
0.0119 (Original)
0.0096 (-19.34%)
0.0107 (Original)
0.0079 (-25.62%)
0.0091 (Original)
0.0066 (-27.55%)
0.0089 (Original)
0.006 (-32.02%)
0.0314 (Original)
0.0212 (-32.57%)
0.0482 (Original)
0.0408 (-15.35%)
0.0776 (Original)
0.0648 (-16.5%)

Table B.6: Term substitution run on different metrics for different
values of µ, for t = 0.001.

µ = 500
0.0178 (Original)
0.0143 (-19.42%)
0.0123 (Original)
0.0082 (-33.7%)
0.0106 (Original)
0.0058 (-45.54%)
0.0085 (Original)
0.0045 (-46.64%)
0.0073 (Original)
0.0045 (-37.69%)
0.0387 (Original)
0.0206 (-46.77%)
0.0536 (Original)
0.0309 (-42.43%)
0.066 (Original)
0.0469 (-28.94%)

µ = 10, 000
0.0177 (Original)
0.016 (-10.04%)
0.0135 (Original)
0.011 (-18.56%)
0.0115 (Original)
0.0098 (-14.26%)
0.01 (Original)
0.0094 (-6.4%)
0.0095 (Original)
0.0087 (-8.81%)
0.0353 (Original)
0.0256 (-27.52%)
0.0577 (Original)
0.0384 (-33.32%)
0.075 (Original)
0.0679 (-9.53%)
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P@25

P@20

P@15

P@10

P@5

Metric

µ = 1, 000
0.0145 (Original)
0.014 (-3.69%)
0.0125 (Original)
0.0101 (-19.02%)
0.0095 (Original)
0.0076 (-19.75%)
0.0077 (Original)
0.0063 (-18.02%)
0.0073 (Original)
0.0056 (-22.86%)
0.0359 (Original)
0.0222 (-38.19%)
0.047 (Original)
0.0465 (-1.13%)
0.0676 (Original)
0.0622 (-8.01%)

µ = 3, 000
0.0191 (Original)
0.0086 (-54.98%)
0.0148 (Original)
0.0063 (-57.21%)
0.0109 (Original)
0.006 (-44.83%)
0.0102 (Original)
0.0054 (-47.43%)
0.0087 (Original)
0.0046 (-46.98%)
0.0333 (Original)
0.0298 (-10.27%)
0.0571 (Original)
0.0371 (-35.13%)
0.0864 (Original)
0.0508 (-41.17%)

µ = 5, 000
0.0174 (Original)
0.0136 (-21.81%)
0.0122 (Original)
0.0098 (-19.71%)
0.0102 (Original)
0.009 (-12.01%)
0.0093 (Original)
0.0076 (-18.21%)
0.008 (Original)
0.0069 (-13.83%)
0.0357 (Original)
0.0333 (-6.53%)
0.0532 (Original)
0.0508 (-4.37%)
0.0731 (Original)
0.0718 (-1.75%)

Table B.7: Term substitution run on different metrics for different
values of µ, for t = 0.0005.

µ = 500
0.0092 (Original)
0.0115 (+23.84%)
0.008 (Original)
0.0086 (+8.1%)
0.0074 (Original)
0.0073 (-1.44%)
0.0065 (Original)
0.0068 (+5.26%)
0.0072 (Original)
0.0061 (-14.8%)
0.0175 (Original)
0.0233 (+32.95%)
0.0286 (Original)
0.041 (+43.57%)
0.0507 (Original)
0.0558 (+9.9%)

µ = 10, 000
0.0139 (Original)
0.0065 (-53.24%)
0.014 (Original)
0.0072 (-48.36%)
0.0116 (Original)
0.0059 (-49.31%)
0.0098 (Original)
0.006 (-38.17%)
0.0087 (Original)
0.0055 (-36.78%)
0.029 (Original)
0.0216 (-25.56%)
0.0364 (Original)
0.0269 (-26.25%)
0.0576 (Original)
0.0482 (-16.33%)
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P@25
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P@5

Metric

µ = 500
0.0176 (Original)
0.0434 (+146.55%)
0.0136 (Original)
0.0288 (+111.80%)
0.0107 (Original)
0.0237 (+122.65%)
0.0085 (Original)
0.0208 (+144.32%)
0.0078 (Original)
0.0192 (+146.91%)
0.0436 (Original)
0.0738 (+69.40%)
0.0615 (Original)
0.1231 (+100.31%)
0.0825 (Original)
0.1698 (+105.82%)

µ = 3, 000
0.0200 (Original)
0.0423 (+111.38%)
0.0128 (Original)
0.0289 (+125.59%)
0.0105 (Original)
0.0230 (+118.12%)
0.0091 (Original)
0.0193 (+112.57%)
0.0077 (Original)
0.0179 (+132.9%)
0.0395 (Original)
0.0641 (+62.27%)
0.0666 (Original)
0.1197 (+79.93%)
0.0849 (Original)
0.1620 (+90.67%)

µ = 5, 000
0.0212 (Original)
0.0333 (+56.93%)
0.0128 (Original)
0.0235 (+83.35%)
0.0092 (Original)
0.0186 (+102.24%)
0.0079 (Original)
0.0159 (+101.11%)
0.0067 (Original)
0.0152 (+126.57%)
0.0464 (Original)
0.0697 (+50.30%)
0.0741 (Original)
0.1135 (+53.12%)
0.0884 (Original)
0.1507 (+70.49%)

Table B.8: Term addition run on different metrics for different
values of µ, for t = 0.0005.

µ = 1, 000
0.0160 (Original)
0.0346 (+115.97%)
0.0124 (Original)
0.0239 (+92.65%)
0.0100 (Original)
0.0205 (+104.51%)
0.0080 (Original)
0.0168 (+109.44%)
0.0071 (Original)
0.0151 (+112.28%)
0.0392 (Original)
0.0653 (+66.71%)
0.0581 (Original)
0.1070 (+84.27%)
0.0739 (Original)
0.1475 (+99.65%)

µ = 10, 000
0.0136 (Original)
0.0286 (+110.07%)
0.0100 (Original)
0.0201 (+101.15%)
0.0077 (Original)
0.0160 (+106.52%)
0.0061 (Original)
0.0136 (+122.91%)
0.0051 (Original)
0.0122 (+137.78%)
0.0277 (Original)
0.0566 (+104.41%)
0.0427 (Original)
0.0981 (+129.41%)
0.0602 (Original)
0.1273 (+111.35%)
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P@25
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P@15
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P@5

Metric

µ = 1, 000
0.0200 (Original)
0.0387 (+93.50%)
0.0146 (Original)
0.0264 (+80.60%)
0.0116 (Original)
0.0217 (+86.88%)
0.0097 (Original)
0.0186 (+91.81%)
0.0087 (Original)
0.0172 (+97.55%)
0.0371 (Original)
0.1048 (+63.16%)
0.0643 (Original)
0.0468 (+26.13%)
0.0785 (Original)
0.1394 (+77.67%)

µ = 3, 000
0.0168 (Original)
0.0371 (+120.59%)
0.0114 (Original)
0.0259 (+127.00%)
0.0093 (Original)
0.0226 (+142.24%)
0.0075 (Original)
0.0186 (+148.35%)
0.0068 (Original)
0.0168 (+147.66%)
0.0396 (Original)
0.0684 (+72.82%)
0.0601 (Original)
0.1167 (+94.11%)
0.0824 (Original)
0.1577 (+91.35%)

µ = 5, 000
0.0204 (Original)
0.0370 (+81.17%)
0.0146 (Original)
0.0278 (+90.74%)
0.0112 (Original)
0.0227 (+102.90%)
0.0093 (Original)
0.0186 (+100.13%)
0.0082 (Original)
0.0172 (+110.46%)
0.0437 (Original)
0.0618 (+41.41%)
0.0709 (Original)
0.1111 (+56.69%)
0.0925 (Original)
0.1546 (+67.16%)

Table B.9: Term addition run on different metrics for different
values of µ, for t = 0.00025.

µ = 500
0.0216 (Original)
0.0471 (+118.07%)
0.0168 (Original)
0.0332 (+97.88%)
0.0133 (Original)
0.0285 (+113.64%)
0.0112 (Original)
0.0247 (+120.54%)
0.0098 (Original)
0.0220 (+124.94%)
0.0459 (Original)
0.0757 (+64.86%)
0.0768 (Original)
0.1414 (+84.11%)
0.0944 (Original)
0.1784 (+88.94%)

µ = 10, 000
0.0140 (Original)
0.0336 (+140.00%)
0.0106 (Original)
0.0240 (+126.71%)
0.0089 (Original)
0.0184 (+106.51%)
0.0075 (Original)
0.0152 (+102.03%)
0.0068 (Original)
0.0131 (+93.37%)
0.0287 (Original)
0.0634 (+120.94%)
0.0501 (Original)
0.1065 (+112.54%)
0.0698 (Original)
0.1424 (+103.99%)
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P@25

P@20

P@15
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P@5

Metric

µ = 1, 000
0.0164 (Original)
0.0353 (+114.97%)
0.0098 (Original)
0.0257 (+162.11%)
0.0075 (Original)
0.0190 (+154.70%)
0.0066 (Original)
0.0153 (+131.64%)
0.0061 (Original)
0.0137 (+124.54%)
0.0379 (Original)
0.0562 (+87.74%)
0.0538 (Original)
0.1010 (+48.18%)
0.0738 (Original)
0.1476 (+99.97%)

µ = 3, 000
0.0128 (Original)
0.0278 (+117.31%)
0.0092 (Original)
0.0200 (+117.35%)
0.0071 (Original)
0.0176 (+148.96%)
0.0060 (Original)
0.0148 (+145.98%)
0.0058 (Original)
0.0141 (+143.93%)
0.0380 (Original)
0.0672 (+76.85%)
0.0453 (Original)
0.0984 (+117.31%)
0.0648 (Original)
0.1416 (+118.63%)

µ = 5, 000
0.0164 (Original)
0.0362 (+120.96%)
0.0110 (Original)
0.0261 (+137.24%)
0.0093 (Original)
0.0224 (+139.48%)
0.0077 (Original)
0.0186 (+140.95%)
0.0067 (Original)
0.0162 (+141.08%)
0.0401 (Original)
0.0599 (+49.21%)
0.0575 (Original)
0.1065 (+85.16%)
0.0761 (Original)
0.1459 (+91.79%)

Table B.10: Term addition run on different metrics for different
values of µ, for t = 0.0001.

µ = 500
0.0184 (Original)
0.0356 (+93.67%)
0.0116 (Original)
0.0263 (+126.87%)
0.0084 (Original)
0.0232 (+176.22%)
0.0069 (Original)
0.0197 (+185.70%)
0.0062 (Original)
0.0172 (+178.62%)
0.0447 (Original)
0.0646 (+44.67%)
0.0668 (Original)
0.1095 (+64.01%)
0.0812 (Original)
0.1564 (+92.69%)

µ = 10, 000
0.0212 (Original)
0.0307 (+44.82%)
0.0140 (Original)
0.0231 (+64.68%)
0.0113 (Original)
0.0202 (+78.15%)
0.0095 (Original)
0.0173 (+81.62%)
0.0086 (Original)
0.0154 (+78.42%)
0.0443 (Original)
0.0551 (+24.22%)
0.0677 (Original)
0.0989 (+46.07%)
0.0862 (Original)
0.1393 (+61.67%)
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P@20

P@15

P@10

P@5

Metric

µ = 500
0.0220 (Original)
0.0397 (+80.5%)
0.0144 (Original)
0.0282 (+95.7%)
0.0112 (Original)
0.0231 (+106.44%)
0.0094 (Original)
0.0192 (+103.77%)
0.0083 (Original)
0.0174 (+108.99%)
0.0474 (Original)
0.0625 (+31.81%)
0.0711 (Original)
0.1161 (+63.26%)
0.0908 (Original)
0.1591 (+75.13%)

µ = 3, 000
0.0208 (Original)
0.0436 (+109.58%)
0.0144 (Original)
0.0320 (+122.33%)
0.0116 (Original)
0.0283 (+143.99%)
0.0100 (Original)
0.0240 (+140.14%)
0.0086 (Original)
0.0215 (+148.67%)
0.0412 (Original)
0.0716 (+73.67%)
0.0602 (Original)
0.1280 (+112.75%)
0.0886 (Original)
0.1773 (+100.16%)

µ = 5, 000
0.0196 (Original)
0.0448 (+128.62%)
0.0154 (Original)
0.0334 (+116.93%)
0.0120 (Original)
0.0271 (+125.64%)
0.0097 (Original)
0.0224 (+130.51%)
0.0086 (Original)
0.0202 (+133.77%)
0.0552 (Original)
0.0835 (+51.16%)
0.0735 (Original)
0.1437 (+95.38%)
0.0937 (Original)
0.1847 (+97.01%)

Table B.11: Term addition run on different metrics for different
values of µ, for t = 0.00005.

µ = 1, 000
0.0176 (Original)
0.0363 (+106.39%)
0.0134 (Original)
0.0248 (+85.17%)
0.0103 (Original)
0.0209 (+103.93%)
0.0086 (Original)
0.0173 (+101.60%)
0.0076 (Original)
0.0155 (+104.01%)
0.0424 (Original)
0.0597 (+40.75%)
0.0618 (Original)
0.1100 (+78.09%)
0.0832 (Original)
0.1480 (+77.87%)

µ = 10, 000
0.0172 (Original)
0.0363 (+111.03%)
0.0122 (Original)
0.0273 (+123.68%)
0.0101 (Original)
0.0220 (+117.59%)
0.0081 (Original)
0.0180 (+121.90%)
0.0073 (Original)
0.0158 (+117.22%)
0.0411 (Original)
0.0686 (+66.79%)
0.0666 (Original)
0.1169 (+75.56%)
0.0836 (Original)
0.1561 (+86.77%)
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P@25
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P@15
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µ = 1, 000
0.0139 (Original)
0.017 (+22.18%)
0.0111 (Original)
0.0123 (+11.15%)
0.0097 (Original)
0.0095 (-1.64%)
0.0081 (Original)
0.0083 (+1.68%)
0.0073 (Original)
0.0081 (+11.15%)
0.0255 (Original)
0.0263 (+3.12%)
0.0378 (Original)
0.0396 (+4.64%)
0.0632 (Original)
0.0684 (+8.2%)

µ = 3, 000
0.0136 (Original)
0.023 (+68.6%)
0.0114 (Original)
0.0173 (+51.84%)
0.0105 (Original)
0.0139 (+33.04%)
0.0088 (Original)
0.012 (+36.59%)
0.0086 (Original)
0.0114 (+32.44%)
0.0237 (Original)
0.0376 (+58.63%)
0.0332 (Original)
0.0602 (+81.04%)
0.0685 (Original)
0.0924 (+34.9%)

µ = 5, 000
0.0181 (Original)
0.0153 (-15.79%)
0.0149 (Original)
0.0144 (-3.57%)
0.0123 (Original)
0.0105 (-14.33%)
0.0106 (Original)
0.0103 (-2.69%)
0.011 (Original)
0.0096 (-12.77%)
0.0233 (Original)
0.0242 (+3.91%)
0.0449 (Original)
0.0432 (-3.75%)
0.0756 (Original)
0.0748 (-1.03%)

Table B.12: Term substitution run on different metrics for different values of µ, for t = 0.05.

µ = 500
0.0194 (Original)
0.0124 (-36.1%)
0.0144 (Original)
0.0113 (-21.09%)
0.0128 (Original)
0.0086 (-32.94%)
0.0112 (Original)
0.0076 (-32.13%)
0.0107 (Original)
0.008 (-24.51%)
0.0275 (Original)
0.0216 (-21.63%)
0.0411 (Original)
0.0368 (-10.32%)
0.062 (Original)
0.0618 (-0.21%)

µ = 10, 000
0.0154 (Original)
0.0184 (+19.15%)
0.0116 (Original)
0.0117 (+1.56%)
0.0105 (Original)
0.011 (+4.61%)
0.0087 (Original)
0.0093 (+6.08%)
0.0083 (Original)
0.0086 (+4.46%)
0.0229 (Original)
0.0264 (+14.97%)
0.035 (Original)
0.0404 (+15.25%)
0.0612 (Original)
0.0677 (+10.68%)

B.3

Metric

Merged
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P@5

Metric

µ = 1, 000
0.0166 (Original)
0.0174 (+4.63%)
0.0107 (Original)
0.0118 (+10.45%)
0.0081 (Original)
0.0105 (+29.62%)
0.0069 (Original)
0.0093 (+35.1%)
0.0063 (Original)
0.0093 (+47.14%)
0.0236 (Original)
0.029 (+23.04%)
0.0415 (Original)
0.0478 (+15.17%)
0.0549 (Original)
0.0694 (+26.49%)

µ = 3, 000
0.0171 (Original)
0.0161 (-5.95%)
0.0154 (Original)
0.0107 (-30.65%)
0.0129 (Original)
0.0086 (-33.02%)
0.0121 (Original)
0.008 (-33.55%)
0.0112 (Original)
0.0072 (-35.18%)
0.0431 (Original)
0.0352 (-18.3%)
0.0511 (Original)
0.0493 (-3.6%)
0.083 (Original)
0.0661 (-20.37%)

µ = 5, 000
0.0176 (Original)
0.0128 (-27.39%)
0.017 (Original)
0.0086 (-49.56%)
0.0152 (Original)
0.0078 (-48.68%)
0.0122 (Original)
0.0074 (-39.19%)
0.0107 (Original)
0.0065 (-39.32%)
0.0291 (Original)
0.0177 (-39.12%)
0.0459 (Original)
0.0338 (-26.37%)
0.0673 (Original)
0.058 (-13.85%)

Table B.13: Term substitution run on different metrics for different values of µ, for t = 0.01.

µ = 500
0.0158 (Original)
0.0196 (+23.61%)
0.0135 (Original)
0.0139 (+2.96%)
0.0124 (Original)
0.0126 (+1.83%)
0.0113 (Original)
0.011 (-2.45%)
0.0102 (Original)
0.0102 (-0.1%)
0.0256 (Original)
0.0249 (-3.04%)
0.0423 (Original)
0.0493 (+16.62%)
0.0687 (Original)
0.0845 (+23.13%)

µ = 10, 000
0.0192 (Original)
0.0157 (-17.95%)
0.012 (Original)
0.0132 (+10.64%)
0.0101 (Original)
0.0114 (+12.7%)
0.008 (Original)
0.0092 (+15.35%)
0.0081 (Original)
0.0078 (-3.61%)
0.0458 (Original)
0.0312 (-32.02%)
0.0596 (Original)
0.0472 (-20.76%)
0.0771 (Original)
0.0676 (-12.33%)
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Metric

µ = 1, 000
0.0167 (Original)
0.0202 (+20.72%)
0.0145 (Original)
0.0179 (+23.99%)
0.0127 (Original)
0.0147 (+15.81%)
0.0101 (Original)
0.0126 (+24.64%)
0.0093 (Original)
0.0111 (+19.56%)
0.0233 (Original)
0.0362 (+55.62%)
0.0393 (Original)
0.0609 (+54.95%)
0.0648 (Original)
0.0978 (+50.92%)

µ = 3, 000
0.0157 (Original)
0.0195 (+24.5%)
0.0144 (Original)
0.0152 (+5.2%)
0.0128 (Original)
0.0121 (-5.05%)
0.0112 (Original)
0.0107 (-4.65%)
0.0104 (Original)
0.0096 (-8.03%)
0.0263 (Original)
0.0315 (+19.81%)
0.0439 (Original)
0.0509 (+16.01%)
0.0774 (Original)
0.0679 (-12.25%)

µ = 5, 000
0.0133 (Original)
0.0157 (+18.03%)
0.0101 (Original)
0.0128 (+26.49%)
0.0102 (Original)
0.0107 (+5.22%)
0.0099 (Original)
0.0103 (+4.16%)
0.0092 (Original)
0.0089 (-3.96%)
0.0186 (Original)
0.0228 (+22.66%)
0.0265 (Original)
0.0453 (+71.18%)
0.0562 (Original)
0.0654 (+16.37%)

Table B.14: Term substitution run on different metrics for different values of µ, for t = 0.005.

µ = 500
0.015 (Original)
0.0184 (+22.6%)
0.0143 (Original)
0.0142 (-1.16%)
0.0116 (Original)
0.0122 (+5.77%)
0.0098 (Original)
0.0113 (+15.15%)
0.0091 (Original)
0.0102 (+12.27%)
0.0259 (Original)
0.026 (+0.62%)
0.0385 (Original)
0.0458 (+19.08%)
0.0635 (Original)
0.0813 (+28.02%)

µ = 10, 000
0.0211 (Original)
0.0222 (+5.18%)
0.0149 (Original)
0.015 (+0.85%)
0.0129 (Original)
0.0118 (-8.31%)
0.0111 (Original)
0.0112 (+1.72%)
0.0103 (Original)
0.0107 (+4.14%)
0.0321 (Original)
0.0435 (+35.8%)
0.0514 (Original)
0.0671 (+30.43%)
0.0713 (Original)
0.1061 (+48.81%)
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Metric

µ = 1, 000
0.0156 (Original)
0.0139 (-10.89%)
0.0114 (Original)
0.0125 (+9.91%)
0.0097 (Original)
0.0096 (-1.29%)
0.009 (Original)
0.0084 (-6.44%)
0.0085 (Original)
0.0078 (-8.28%)
0.0283 (Original)
0.0234 (-17.33%)
0.038 (Original)
0.0436 (+14.73%)
0.0723 (Original)
0.0681 (-5.86%)

µ = 3, 000
0.0125 (Original)
0.0158 (+26.48%)
0.0109 (Original)
0.0114 (+4.68%)
0.0101 (Original)
0.0094 (-6.0%)
0.0086 (Original)
0.0085 (-1.48%)
0.0078 (Original)
0.0088 (+12.92%)
0.0265 (Original)
0.024 (-9.59%)
0.0369 (Original)
0.0353 (-4.4%)
0.0572 (Original)
0.0618 (+7.94%)

µ = 5, 000
0.0134 (Original)
0.0119 (-11.34%)
0.0098 (Original)
0.0105 (+7.37%)
0.0086 (Original)
0.0098 (+13.75%)
0.0085 (Original)
0.0085 (-0.08%)
0.008 (Original)
0.0086 (+7.63%)
0.0277 (Original)
0.0224 (-19.33%)
0.0462 (Original)
0.0369 (-19.96%)
0.073 (Original)
0.0683 (-6.36%)

Table B.15: Term substitution run on different metrics for different values of µ, for t = 0.002.

µ = 500
0.0146 (Original)
0.0137 (-5.98%)
0.0107 (Original)
0.0115 (+7.19%)
0.0089 (Original)
0.0086 (-3.29%)
0.0082 (Original)
0.0083 (+0.52%)
0.0077 (Original)
0.0073 (-5.82%)
0.0268 (Original)
0.0265 (-1.35%)
0.0424 (Original)
0.0345 (-18.7%)
0.0679 (Original)
0.0583 (-14.15%)

µ = 10, 000
0.0216 (Original)
0.0093 (-57.18%)
0.0157 (Original)
0.0068 (-56.86%)
0.0127 (Original)
0.0071 (-44.29%)
0.0116 (Original)
0.0073 (-37.7%)
0.0104 (Original)
0.007 (-32.01%)
0.0348 (Original)
0.0123 (-64.5%)
0.055 (Original)
0.0265 (-51.88%)
0.076 (Original)
0.0525 (-30.93%)

Merged
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P@20
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Metric

µ = 500
0.0228 (Original)
0.0451 (+97.93%)
0.0146 (Original)
0.0315 (+115.57%)
0.0116 (Original)
0.0244 (+110.30%)
0.0100 (Original)
0.0207 (+106.67%)
0.0087 (Original)
0.0183 (+109.45%)
0.0370 (Original)
0.0671 (+81.32%)
0.0641 (Original)
0.1323 (+106.23%)
0.0885 (Original)
0.1800 (+103.43%)

µ = 3, 000
0.0168 (Original)
0.0391 (+132.57%)
0.0114 (Original)
0.0300 (+162.99%)
0.0093 (Original)
0.0242 (+159.28%)
0.0081 (Original)
0.0211 (+160.62%)
0.0076 (Original)
0.0184 (+142.68%)
0.0358 (Original)
0.0501 (+39.85%)
0.0609 (Original)
0.1034 (+69.68%)
0.0824 (Original)
0.1545 (+87.54%)

µ = 5, 000
0.0168 (Original)
0.0322 (+91.92%)
0.0118 (Original)
0.0257 (+117.38%)
0.0083 (Original)
0.0208 (+151.63%)
0.0071 (Original)
0.0180 (+153.89%)
0.0065 (Original)
0.0167 (+157.33%)
0.0234 (Original)
0.0455 (+94.16%)
0.0502 (Original)
0.0937 (+86.64%)
0.0694 (Original)
0.1423 (+104.97%)

Table B.16: Term addition, on the merged set, run on different
metrics for different values of µ, for t = 0.0025.

µ = 1, 000
0.0200 (Original)
0.0390 (+94.92%)
0.0146 (Original)
0.0283 (+93.56%)
0.0111 (Original)
0.0226 (+104.48%)
0.0091 (Original)
0.0194 (+112.91%)
0.0084 (Original)
0.0168 (+99.51%)
0.0383 (Original)
0.0570 (+48.78%)
0.0623 (Original)
0.1152 (+84.85%)
0.0855 (Original)
0.1559 (+82.48%)

µ = 10, 000
0.0188 (Original)
0.0390 (+107.28%)
0.0144 (Original)
0.0276 (+91.64%)
0.0112 (Original)
0.0229 (+104.51%)
0.0091 (Original)
0.0196 (+115.80%)
0.0081 (Original)
0.0170 (+110.88%)
0.0445 (Original)
0.0644 (+44.80%)
0.0674 (Original)
0.1145 (+69.85%)
0.0919 (Original)
0.1680 (+82.79%)
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 500
0.0196 (Original)
0.0388 (+98.06%)
0.0146 (Original)
0.0284 (+94.70%)
0.0109 (Original)
0.0232 (+112.29%)
0.0090 (Original)
0.0196 (+118.23%)
0.0084 (Original)
0.0179 (+113.10%)
0.0442 (Original)
0.0608 (+37.74%)
0.0655 (Original)
0.1093 (+66.93%)
0.0922 (Original)
0.1581 (+71.42%)

µ = 3, 000
0.0136 (Original)
0.0390 (+186.43%)
0.0108 (Original)
0.0277 (+155.76%)
0.0093 (Original)
0.0225 (+140.52%)
0.0082 (Original)
0.0196 (+138.30%)
0.0072 (Original)
0.0176 (+143.62%)
0.0326 (Original)
0.0653 (+100.46%)
0.0456 (Original)
0.1160 (+154.54%)
0.0637 (Original)
0.1585 (+148.73%)

µ = 5, 000
0.0160 (Original)
0.0330 (+106.32%)
0.0104 (Original)
0.0251 (+140.91%)
0.0088 (Original)
0.0205 (+132.46%)
0.0075 (Original)
0.0171 (+127.47%)
0.0066 (Original)
0.0156 (+134.66%)
0.0340 (Original)
0.0618 (+81.80%)
0.0511 (Original)
0.1059 (+107.13%)
0.0738 (Original)
0.1411 (+91.07%)

Table B.17: Term addition, on the merged set, run on different
metrics for different values of µ, for t = 0.005.

µ = 1, 000
0.0184 (Original)
0.0457 (+148.28%)
0.0146 (Original)
0.0312 (+113.48%)
0.0123 (Original)
0.0246 (+100.83%)
0.0100 (Original)
0.0209 (+109.05%)
0.0092 (Original)
0.0185 (+101.16%)
0.0401 (Original)
0.0729 (+81.66%)
0.0642 (Original)
0.1230 (+91.52%)
0.0905 (Original)
0.1658 (+83.23%)

µ = 10, 000
0.0152 (Original)
0.0292 (+92.29%)
0.0120 (Original)
0.0226 (+88.72%)
0.0091 (Original)
0.0189 (+108.06%)
0.0078 (Original)
0.0156 (+99.56%)
0.0066 (Original)
0.0144 (+119.37%)
0.0408 (Original)
0.0527 (+77.57%)
0.0560 (Original)
0.0995 (+29.28%)
0.0786 (Original)
0.1405 (+78.83%)
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NDCG

MRR

MAP

P@25

P@20

P@15

P@10

P@5

Metric

µ = 500
0.0188 (Original)
0.0411 (+118.40%)
0.0140 (Original)
0.0314 (+123.99%)
0.0116 (Original)
0.0256 (+120.61%)
0.0099 (Original)
0.0227 (+129.79%)
0.0088 (Original)
0.0205 (+132.56%)
0.0386 (Original)
0.0648 (+67.87%)
0.0657 (Original)
0.1140 (+73.43%)
0.0876 (Original)
0.1623 (+85.24%)

µ = 3, 000
0.0236 (Original)
0.0467 (+97.76%)
0.0174 (Original)
0.0329 (+89.19%)
0.0133 (Original)
0.0267 (+100.08%)
0.0110 (Original)
0.0230 (+108.66%)
0.0096 (Original)
0.0203 (+111.05%)
0.0477 (Original)
0.0649 (+36.09%)
0.0757 (Original)
0.1246 (+64.63%)
0.1012 (Original)
0.1701 (+68.10%)

µ = 5, 000
0.0172 (Original)
0.0333 (+93.57%)
0.0142 (Original)
0.0281 (+97.99%)
0.0112 (Original)
0.0248 (+120.99%)
0.0087 (Original)
0.0204 (+134.39%)
0.0078 (Original)
0.0184 (+136.79%)
0.0323 (Original)
0.0427 (+32.36%)
0.0532 (Original)
0.0830 (+56.00%)
0.0749 (Original)
0.1312 (+75.16%)

Table B.18: Term addition, on the merged set, run on different
metrics for different values of µ, for t = 0.0001.

µ = 1, 000
0.0216 (Original)
0.0413 (+91.14%)
0.0156 (Original)
0.0316 (+102.38%)
0.0129 (Original)
0.0247 (+91.34%)
0.0112 (Original)
0.0211 (+87.95%)
0.0102 (Original)
0.0192 (+87.12%)
0.0456 (Original)
0.0615 (+34.92%)
0.0653 (Original)
0.1079 (+65.29%)
0.0904 (Original)
0.1570 (+73.62%)

µ = 10, 000
0.0248 (Original)
0.0431 (+73.60%)
0.0174 (Original)
0.0329 (+89.10%)
0.0135 (Original)
0.0266 (+97.42%)
0.0107 (Original)
0.0222 (+107.81%)
0.0094 (Original)
0.0194 (+107.13%)
0.0520 (Original)
0.0738 (+42.01%)
0.0796 (Original)
0.1352 (+69.77%)
0.1055 (Original)
0.1884 (+78.48%)

Merged
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User Experiment for Wang & Zhai’s model
Vote
Original Q
Best Suggestion
Original
defekt
defekt stige
Original
lejere
flere lejere
Original
nedrivning
nedrivning leje
None
efterfølgende vilkår
efterfølgende aftale
Original
vilkårsændring leje
ændring leje
Original aftale erstatningsansvar
passivitet erstatningsansvar
Original
leje mandskab
opsigelse mandskab
Original
ombygning
ombygning lejemål
Original
skader
egenskyld skader
Original
løsøre retspraksis
køb retspraksis
None
værge telefonisk
værge udeblivelse
Original
husdyr
opsigelse husdyr
Original
straffelovens
straffelovens forarbejde
Original
tandlæge
tandlæge manglende
Original
cvr
cvr nr
None
ulovlig forsikringssum
ulovlig aftale
New
rettighedsfrakendelse
rettighedsfrakendelse dørmand
Original
værdi
virksomhedsoverdragelse værdi
Original
bevis frifindelse
bevis medvirken
Original
bidrag
bidrag særeje

Table C.1: User experiment for Wang & Zhai’s model for user 1

Method
Add
Add
Add
Sub
Sub
Sub
Sub
Add
Add
Sub
Sub
Add
Add
Add
Add
Sub
Add
Add
Sub
Add

C.1

User
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

C

User Evaluation

Wang & Zhai’s Model

User
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
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Table C.2: User experiment for Wang & Zhai’s model for user 2

Method
Add
Sub
Sub
Add
Sub
Add
Add
Sub
Add
Add
Add
Add
Add
Add
Add
Add
Sub
Sub
Sub
Add

User Experiment for Wang & Zhai’s model
Vote
Original Q
Best Suggestion
Original
kloak
kloak loven
New
ejendomsforbehold aktier ejendomsforbehold omstødelse
Original
bedrageri dankort
bedrageri bedrageri
Original
selskabets
overstiger selskabets
Original
kniv
vold
Original
lokalplan
lokalplan servitut
New
ugyldig
ugyldig udbetaling
Original
medvirken t
forsøg t
Original
markedsføringsloven
markedsføringsloven privat
Original
fuld
opsigelse fuld
Original
ulovlig
ulovlig indretning
Original
finansiering
privat finansiering
Original
civil
denmark civil
Original
forkøbsret
forkøbsret familie
Original
anciennitet
anciennitet pension
Original
interessent
interessent afskedigelse
New
ejendomsret anparter
ejendomsret selskab
Original
kvælning
pude
New
konkurs tab
omstødelse tab
None
ferie
ferie dokumentation

Wang & Zhai’s Model
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User
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3

Method
Sub
Add
Sub
Add
Sub
Add
Sub
Add
Sub
Add
Sub
Add
Sub
Add
Sub
Sub
Add
Add
Sub
Add
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Table C.3: User experiment for Wang & Zhai’s model for user 3

User Experiment for Wang & Zhai’s model
Vote
Original Q
Best Suggestion
Original
forurening
ansvar
Original
videregivelse
videregivelse indenfor
None
tyveri apotek
tyveri indbrud
Original
fængsel
bopæl fængsel
Original
tilbagehold depositum
mangler depositum
None
kommanditist
kommanditist pengeinstitut
None
konkurs forkøbsret
omstødelse forkøbsret
Original
kunde
kunde god
None
visse erhvervsdrivende
visse fonde
New
bestyrelsesmedlemmer
valg bestyrelsesmedlemmer
None
røveri taske
røveri tyveri
None
skattepligt
skattepligt skattefri
New
konkurs formål
konkurs kaution
New
reklamationsfrist
forudsætninger reklamationsfrist
Original
forbedringer husleje
forbedringer betaling
Original vindikation ejendomsforbehold
vindikation udlæg
New
skattestyrelsesloven
skattestyrelsesloven forbehold
New
rettighedsfrakendelse
rettighedsfrakendelse dørmand
Original
advokat egeninkasso
advokat salær
New
defekt
defekt stige

Wang & Zhai’s Model
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User
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

Method
Add
Add
Add
Sub
Sub
Sub
Sub
Sub
Add
Sub
Add
Sub
Sub
Add
Add
Add
Add
Sub
Add
Sub
Sub

User Experiment for ACDC
Original Q
forslag
heste
arvinger
urigtige ejendomshandel
risikoens overgang
højeste førtidspension
tilbagelevering
voldgift udsættelse
formidler
genudlejning ejerlejlighed
fri
konsulent hæftelse
ændring retsplejeloven
tilbagekøb
olie
betinget
advokatvirksomhed
administration ældreboliger
mangelfuld
bevidsthedspåvirkende førerret
konkursbegæring anke

Best Suggestion
forslag ændring
hold heste
arvinger ret
mangler ejendomshandel
arbejde overgang
førtidspension førtidspension
tab
voldgift børn
formidler flybillet
forældelse ejerlejlighed
fri proces
opsigelse hæftelse
aktiv retsplejeloven
tilbagekøb egne
forurening olie
betinget frakendelse
drive advokatvirksomhed
modregning ældreboliger
mangelfuld rådgivning
bevidsthedspåvirkende bil
direktør anke

C.2
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Table C.4: User experiment for ACDC for user 1

Vote
New
Original
New
None
Original
Original
None
Original
Original
None
New
None
Original
None
Original
New
New
Original
New
Original
Original

The ACDC Model
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The ACDC Model

User
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2

Method
Add
Add
Add
Add
Sub
Sub
Sub
Sub
Add
Add
Sub
Sub
Sub
Add
Add
Sub
Add
Add
Add
Add

Vote
Original
Original
None
Original
None
Original
New
New
None
Original
Original
New
None
None
New
Original
Original
Original
Original
None
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Best Suggestion
begrundelse opsigelsen
klage landsskatteretten
forsøg hæleri
særeje holdingselskab
tab anke
tab
konventionalbod virksomhedsoverdragelse
dom
nordisk land
forhandler lager
sociale administration
ejendommes handicap
ejendomsforbehold
transfer pricing
kommunal ejendomsskat
børn
momsregistrering konkurs
ændring årsregnskabsloven
forurening olie
indsigelse kurators

Table C.5: User experiment for ACDC for user 2

User Experiment for ACDC
Original Q
opsigelsen
landsskatteretten
hæleri
holdingselskab
foreløbig anke
tilbagelevering
konkurrenceklausuler virksomhedsoverdragelse
hjemvisning
nordisk
lager
retssikkerhed administration
ejendommes alder
ugyldig
transfer
ejendomsskat
forældre
momsregistrering
årsregnskabsloven
olie
indsigelse

The ACDC Model
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User
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3

Method
Add
Add
Sub
Sub
Add
Sub
Add
Add
Sub
Add
Sub
Add
Add
Add
Add
Add
Add
Add
Sub
Sub
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Table C.6: User experiment for ACDC for user 3

Vote
None
New
Original
Original
New
Original
New
Original
Original
New
New
None
None
New
New
None
None
None
None
Original

User Experiment for ACDC
Original Q
Best Suggestion
betinget
betinget frakendelse
mangelfuld
mangelfuld rådgivning
mangel ejerlejlighed
ansvar ejerlejlighed
forordning
kommune
parkeringsafgift
parkeringsafgift flere
tyveri benzin
tyveri bil
advokatvirksomhed
drive advokatvirksomhed
udlændinge
udlændinge opholdstilladelse
hjemvisning
dom
transfer
transfer pricing
afvisning hjemvises
dom hjemvises
kommission
båd kommission
gyldighed
ægtepagt gyldighed
omstødelig
modregning omstødelig
festskrift
festskrift peter
fredning
fredning naturbeskyttelseslovens
finansielle
finansielle virksomheder
indsigelse
indsigelse kurators
opbevaring finansiel
konkurs finansiel
trusler samfundstjeneste
trusler arbejde

The ACDC Model
Appendix C. User Evaluation

User
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

Method
Sub
Add
Sub
Add
Sub
Add
Add
Add
Sub
Sub
Add
Add
Sub
Sub
Add
Add
Sub
Add
Add
Sub

C.3
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Table C.7: User experiment for the merged model for user 1

User Experiment for the Merged Model
Vote
Original Q
Best Suggestion
Original
dommen
anførte
New
illoyal
illoyal adfærd
Original
afhændelse køretøjer
virksomhedspant køretøjer
Original
lejeloven
almen lejeloven
Original
kompetence
sagsomkostninger
Original
gødning
sikkerhed gødning
New
ejerskifte
tinglysning ejerskifte
Original
retshjælpsdækning
afvisning retshjælpsdækning
Original
hjemvisning mette
mangler mette
Original konkurrerende skadesårsager
arbejde skadesårsager
Original
tabsopgørelse
tabsopgørelse kontrakt
Original
eu
udvisning eu
Original
kassekredit omstødelse
kaution omstødelse
Original
uberettiget bortvisning
uberettiget passivitet
Original
aftalen
ophævelse aftalen
Original
ligningslovens
bil ligningslovens
Original
værger bedrageri
værger dokumentfalsk
Original
udbud
klagenævnet udbud
Original
konkursloven
konkursloven kommentarer
New
strafudmåling udsat
strafudmåling fradrag

The Merged Model
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The Merged Model

User
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2

Method
Sub
Sub
Add
Add
Sub
Sub
Sub
Add
Sub
Sub
Sub
Sub
Sub
Sub
Sub
Add
Sub
Add
Sub
Add
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Table C.8: User experiment for the merged model for user 2

Vote
New
Original
Original
New
New
Original
Original
Original
Original
Original
Original
Original
Original
Original
New
Original
New
Original
Original
Original

User Experiment for the Merged Model
Original Q
Best Suggestion
indbrud læge
indbrud opsigelse
investering markedsføring
udbud markedsføring
strafferet
culpa strafferet
illoyal
illoyal adfærd
indbyrdes forpligtelser
kommune forpligtelser
afstand skel
bil skel
istandsættelse opsigelse
fraflytning opsigelse
skatteforvaltningsloven
skatteforvaltningsloven tavshedspligt
førerretsfrakendelse udløb
betinget udløb
kommunal ejendomsskat
kommune ejendomsskat
fuldbyrdelse
tab
udstykning
leje
økonomisk risici
tab risici
salær konkursbo
salær salg
andelsbolig påkrav
andelsbolig opsigelse
hærværk
hærværk bil
konkurrenceklausul samtykke
konkurrenceklausul opsigelse
konkurslov
oplysningspligt konkurslov
arbejdsgivers erstatningsansvar
tab erstatningsansvar
vedtægt
vedtægt advokaters

The Merged Model
Appendix C. User Evaluation

User
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3

Method
Sub
Sub
Add
Add
Sub
Add
Add
Sub
Sub
Sub
Sub
Add
Add
Sub
Add
Add
Sub
Sub
Add
Sub
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Table C.9: User experiment for the merged model for user 3

User Experiment for the Merged Model
Vote
Original Q
Best Suggestion
Original gyldigt ejendomsforbehold
køb ejendomsforbehold
Original
sikkerhedsstillelse
fogedforbud
New
lønkrav
lønkrav konkursbo
Original
boligreguleringsloven
lejeloven boligreguleringsloven
None
hæftelse garanti
gæld garanti
Original
genudlejning
pligt genudlejning
New
uagtsomt
groft uagtsomt
New
loyalitetspligt usaglig
loyalitetspligt misligholdelse
None
kapitalejer tegningsret
kapitalejer aktier
Original
værger bedrageri
værger dokumentfalsk
None
kommunale ejendomme
kommunale salg
New
vejret
hævd vejret
New
ulykkesforsikring
ulykkesforsikring psykisk
Original passivitet tilbagebetaling
passivitet moms
None
anerkendelse
anerkendelse fuldbyrdelse
New
erstatningskrav
forældelse erstatningskrav
Original
andelsbolig påkrav
andelsbolig opsigelse
None
direktør konkursbegæring
direktør kommune
None
ligningsloven
ændring ligningsloven
Original
uberettiget bortvisning
uberettiget passivitet

The Merged Model
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